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Abstract

Software agents offer great advantages for people. They can be used

for training, as well as for assisting in many environments and tasks.

In recent years, the accessibility of computers and computer related

software has growingly increased, and we are witnessing an influx of

agent-oriented tools.

Our research focuses on investigating the dynamics and interaction

between autonomous agents. To achieve this, we investigate the de-

sign of intelligent agents based on three practical models:

• Bilateral negotiations between an automated agent and a human

counterpart on multi-attribute issues and time-constraints.

• Multi-agents multi-attribute negotiations in cellular networks.

• Multi-agents interactions in an ad-hoc network.

In the first chapter we describe the motivation for choosing each such

model. We explain the differences and similarities of the models and

explain the type of solution we used in each model. The second chap-

ter describes the design of an automated negotiator. Various tasks in

day-to-day life require negotiation capabilities. Frequently negotia-

tions are conducted by ordinary people who have not acquired formal

training in this field. We describe the development of an automated

agent capable of negotiating efficiently with humans. The aim of the

agent is not to replace humans in negotiations, but rather enable train-

ing in real daily life negotiations, such as e-commerce. We show that

it is indeed possible to design an efficient agent for bilateral negotia-

tions with humans. Our results indicate that our agent plays better

than humans and not inferior to other automated negotiation agents.



In the third chapter, motivated by the recent emergence of the fourth

generation network technology, we investigate the effects of agents

in the cellular network domain. This also follows expected trends

in this area, which include both an increase in the number of end

users and convergence of a variety of services, such as IP Multimedia

Subsystems, email and instant messaging. Still, there is a continual

need for efficient resource utilization and network maintenance. We

have developed general distributed algorithms and heuristics that al-

low short-term self-adjustment capabilities. Using simulations on a

real cellular network deployed in a large central European country we

have shown that if agents use distributed negotiations global perfor-

mance of the network can be effectively improved. In addition, our

development is one of the first integrated simulation environments for

cellular networks with an agent oriented paradigm. While most simu-

lations use theoretical models, we have built a realistic reconstruction

of a deployed cellular network, while demonstrating the benefits of

reactive intelligent agents in settings as close to reality as possible.

Thus, our simulation environment can serve as a test-bed for numer-

ous aspects of artificial intelligence and agent-based mechanisms in

cellular networks, far beyond our proposed negotiation tool.

In the fourth chapter, we focus on self-interested agents in complex

networks such as transportation networks. Vehicle-To-Vehicle (V2V)

communication is already on-board among some car manufacturers,

enabling the collaboration between different cars on the road. In this

chapter we investigate the attraction of being a selfish or a mali-

cious agent in vehicular networks. That is, we investigate the benefits

achieved by car owners, who tamper with on-board devices and incor-

porate their own self-interested agents in them for their own benefits.

We also continue and implemented mechanisms for overcoming the ef-

fects of the malicious agents and show their efficacy in decreasing the

effect of the malicious agents. Using simulations that model a real ve-

hicular network in a large city we investigate behaviors that might be
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taken by the malicious agents. Our simulations indicate that the ma-

licious agents have only limited success achieving their goal, even if no

counter-measures are taken. This is as opposed to the greater impact

inflicted by self-interested agents in other domains (e.g., e-commerce).

Some reasons for this can be attributed to the special characteristics

of vehicular networks and their dynamic nature. While the malicious

agents spread lies, they cannot choose which agents with whom they

interact. Also, by the time their lies reach other agents, they might

become irrelevant, as more recent data has reached the same agents.

On the other hand, the malicious agents significantly increase the

journey length of the other gossip agents. We showed, however, that

by using some mechanisms this effect can be minimized.

6



Contents

1 Introduction 1

1.1 Bilateral Negotiations with Bounded Rational Agents having In-

complete Information . . . . . . . . . . . . . . . . . . . . . . . . . 3

1.2 Distributed Local Negotiations in Cellular Networks . . . . . . . . 5

1.3 Agents in Vehicular Networks . . . . . . . . . . . . . . . . . . . . 7

1.4 Thesis Statement . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

1.5 Publications . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

1.6 Thesis Structure . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

2 Negotiating with Bounded Rational Agents in Environments with

Incomplete Information Using an Automated Agent 12

2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

2.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

2.3 Problem Description . . . . . . . . . . . . . . . . . . . . . . . . . 18

2.4 Agent Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

2.4.1 The Decision Making Valuation Component . . . . . . . . 20

2.4.1.1 Generating Offers . . . . . . . . . . . . . . . . . . 21

2.4.1.2 Accepting Offers . . . . . . . . . . . . . . . . . . 25

2.4.1.3 QO: An Alternative to the Nash Bargaining So-

lution . . . . . . . . . . . . . . . . . . . . . . . . 27

2.4.2 The Bayesian Updating Rule Component . . . . . . . . . . 32

2.5 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

2.5.1 Experimental Domain . . . . . . . . . . . . . . . . . . . . 35

2.5.1.1 The World Health Organization’s Framework Con-

vention on Tobacco Control Domain . . . . . . . 36

i



CONTENTS

2.5.1.2 The Job Candidate Domain . . . . . . . . . . . . 39

2.5.2 Experimental Methodology . . . . . . . . . . . . . . . . . . 40

2.5.3 Experimental Results . . . . . . . . . . . . . . . . . . . . . 41

2.5.3.1 Results of Negotiations Against People . . . . . . 42

2.5.3.2 Discussion: Results against People . . . . . . . . 46

2.5.3.3 Results of an Automated Agent Playing against

another Automated Agent . . . . . . . . . . . . . 47

2.6 Discussion and Conclusions . . . . . . . . . . . . . . . . . . . . . 50

2.7 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 52

3 Using Distributed Local Negotiation in Future Generation Cel-

lular Networks 54

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54

3.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

3.3 The Negotiation Protocol . . . . . . . . . . . . . . . . . . . . . . 60

3.3.1 Clustering Large Networks . . . . . . . . . . . . . . . . . . 60

3.3.2 The Basic Negotiation Scheme . . . . . . . . . . . . . . . . 62

3.3.2.1 Offers Generation . . . . . . . . . . . . . . . . . . 65

3.3.2.2 Offers Evaluation . . . . . . . . . . . . . . . . . . 67

3.3.2.3 Neighborhood Formation . . . . . . . . . . . . . 69

3.4 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

3.4.1 The Simulator . . . . . . . . . . . . . . . . . . . . . . . . . 71

3.4.2 Experimental Settings . . . . . . . . . . . . . . . . . . . . 73

3.4.3 Experiments Results . . . . . . . . . . . . . . . . . . . . . 76

3.4.3.1 Multi-Attribute Negotiations . . . . . . . . . . . 76

3.4.3.2 Multi-Agent Negotiations . . . . . . . . . . . . . 77

3.4.3.3 Negotiations in Large Networks . . . . . . . . . . 78

3.5 Discussion and Conclusions . . . . . . . . . . . . . . . . . . . . . 79

3.6 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

4 Intelligent Agents in Vehicular Networks: Overcoming Malicious

Agents 91

4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 92

4.2 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 94

ii



CONTENTS

4.3 Model and Simulations . . . . . . . . . . . . . . . . . . . . . . . . 97

4.3.1 Formal Model . . . . . . . . . . . . . . . . . . . . . . . . . 97

4.3.2 Simulation Design . . . . . . . . . . . . . . . . . . . . . . . 98

4.4 Spreading Lies, Maximizing Utility . . . . . . . . . . . . . . . . . 99

4.4.1 Modeling the Self-Interested Agents’ Behavior . . . . . . . 99

4.4.2 Simulation Results . . . . . . . . . . . . . . . . . . . . . . 101

4.4.3 When Gossiping is Inefficient . . . . . . . . . . . . . . . . 106

4.5 Spreading Lies, Causing Chaos . . . . . . . . . . . . . . . . . . . . 109

4.6 Mechanisms for Overcoming Malicious Agents in Vehicular Networks113

4.6.1 Maintaining History . . . . . . . . . . . . . . . . . . . . . 115

4.6.1.1 Mechanism Description . . . . . . . . . . . . . . 115

4.6.1.2 When Maintaining History is Inefficient . . . . . 117

4.6.2 Trusted Agents . . . . . . . . . . . . . . . . . . . . . . . . 117

4.6.3 Simulation Results . . . . . . . . . . . . . . . . . . . . . . 118

4.7 Coalitions of Malicious Agents . . . . . . . . . . . . . . . . . . . . 123

4.8 Discussion and Conclusions . . . . . . . . . . . . . . . . . . . . . 125

4.9 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 126

5 Final Remarks 127

A Detailed Proofs and Examples for Chapter 2 129

A.1 GPNeg: General Purpose Negotiation Training Tool . . . . . . . 129

A.1.1 GPNeg Overview . . . . . . . . . . . . . . . . . . . . . . 130

A.2 Theoretical Proofs . . . . . . . . . . . . . . . . . . . . . . . . . . 133

A.3 Score Functions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 142

A.3.1 The England-Zimbabwe Domain (i) Short-Term, (ii) Long-

Term and (iii) Compromise Orientation Score Functions . 143

A.3.2 The Job Candidate Domain (i) Short-Term, (ii) Long-Term

and (iii) Compromise Orientation Score Functions . . . . . 145

A.4 Negotiation Example . . . . . . . . . . . . . . . . . . . . . . . . . 146

References 152

iii



List of Figures

3.1 Clusters scattering in the large network, consisting of 130 base stations,

using (a) power similarity, and (b) geographical similarity. . . . . . . . 82

3.2 Levels of neighborhood: Agent A’s point of view. . . . . . . . . . 83

3.3 Clutter and terrain of the (a) circular-shaped model, and the (b)

snake-shaped model scenario. . . . . . . . . . . . . . . . . . . . . 83

3.4 Percentage of mobile users served as a function of the iteration

number. Multi-attribute negotiation in the 30-circle subnetwork,

using density 10. . . . . . . . . . . . . . . . . . . . . . . . . . . . 84

3.5 Multi-attribute vs. single-attribute negotiations. 27-snake subnet-

work, density 10. . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

3.6 Multi-agent simultaneous proposers vs. single proposer in single-

attribute negotiation. 27-snake subnetwork, density 10. Negotiat-

ing over pilot power. . . . . . . . . . . . . . . . . . . . . . . . . . 86

3.7 Multi-agent simultaneous proposers vs. single proposer in multi-

attribute negotiation. 27-snake subnetwork, density 10 . . . . . . 87

3.8 Multi-agent simultaneous proposers vs. single proposer in single-

attribute and multi-attribute negotiation. 30-circle subnetwork,

density 10 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88

3.9 Negotiation results of the entire network using (a) power similarity, and

(b) geographical similarity . . . . . . . . . . . . . . . . . . . . . . . 89

3.10 Multi-Agent and Multi-Attribute Negotiation in the full network,

density 10 . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 90

4.1 Self-interested agents normalized values as a function of the num-

ber of self-interested agents. . . . . . . . . . . . . . . . . . . . . . 105

iv



LIST OF FIGURES

4.2 Gossip and regular agents normalized values, as a function of the

iteration. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112

A.1 Main negotiation screen. . . . . . . . . . . . . . . . . . . . . . . . . 134

A.2 Generating offers screen. . . . . . . . . . . . . . . . . . . . . . . . . 135

A.3 Receiving offers screen. . . . . . . . . . . . . . . . . . . . . . . . . . 136

v



List of Tables

2.1 Example of calculating QO. . . . . . . . . . . . . . . . . . . . . . 23

2.2 Ranking of offers. . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

2.3 Example: Calculating Alice’s believed type. . . . . . . . . . . . . 33

2.4 Utility values, ranking values, sums of utility values and sums of

ranking values of final negotiations in the England-Zimbabwe Domain 43

2.5 Utility values, ranking values, sums of utility values and sums of

ranking values of final negotiations in the Job Candidate Domain 44

4.1 Normalized journey length values by iteration of self-interested

agents with the same route. . . . . . . . . . . . . . . . . . . . . . 102

4.2 Normalized journey length values, with disinformation in favor of

a beneficiary agent. . . . . . . . . . . . . . . . . . . . . . . . . . . 104

4.3 Normalized journey length values for the first iteration. . . . . . . 110

4.4 Normalized journey length values for all iterations. . . . . . . . . 111

4.5 Normalized journey length values for all iterations. Network with

congestions. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114

4.6 Normalized journey length values, self-interested agents with the

same route, no mechanism. . . . . . . . . . . . . . . . . . . . . . . 119

4.7 Normalized journey length values, self-interested agents with the

same route, history only. . . . . . . . . . . . . . . . . . . . . . . . 120

4.8 Normalized journey length values, self-interested agents with the

same route, history and trusted agents. . . . . . . . . . . . . . . . 120

4.9 Normalized journey length values for all iterations, no mechanism. 121

4.10 Normalized journey length values for all iterations, history only. . 122

vi



LIST OF TABLES

4.11 Normalized journey length values for all iterations, history and

trusted agents. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122

4.12 Normalized journey length values for all iterations, with a history

of size 1, and a coalition of size 2. . . . . . . . . . . . . . . . . . . 124

4.13 Normalized journey length values for all iterations, with a history

of size 3, and a coalition of size 2. . . . . . . . . . . . . . . . . . . 124

4.14 Normalized journey length values for all iterations, history of size

3, coalition of size 4. . . . . . . . . . . . . . . . . . . . . . . . . . 125

A.1 Adjustable parameters in the negotiation environment. . . . . . . 132

vii



Chapter 1

Introduction

In recent years we have witnessed the influx of agent-oriented software (e.g., more

than 600 intelligent web agents are accessible from [agentland.com (2007)] and

more than 30 applications have been developed using SRI’s Open Agent Ar-

chitecture (OAA), which is a research framework for constructing agent-based

systems and makes it possible for software services to be provided through the

cooperative efforts of distributed collections of autonomous agents [Cheyer and

Martin (2001)]). A shift from theory to a more practical approach is under-

way to allow the investigation of how theory works in practice. This is also

supported by commercial tools which help in the implementation process (two

examples are JADETM - Java Agent DEvelopment Framework [JADETM (2006)]

and JACKTM - an environment for building, running and integrating multi-agent

systems [JACKTM (2006)]). As systems become agent-oriented, it is crucial to

study the social aspects and behaviors involved in these systems as well as the

interaction between the agents. It is probably inevitable that users will try to

intentionally manipulate the agents so they will work for their own benefit, at the

expense of the social welfare of other agents. An example of this type of problem

is presented in the seminal paper describing the Byzantine agreement problem, in

which up to t agents are presumed to be faulty (traitors) [Lamport et al. (1982)].

In this work we try to model three distinct practical environments involving

automated agents. While the models are distinct from each other, we describe

common ground and differences between the models and explain the reason why

each solution was chosen to be implemented to tackle each problem.
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We will characterize the models using the following categories:

• Agents’ number : Whether there is a single agent in the environment or

multi-agents (two or more). For example, two agents are involved in bilat-

eral negotiations (e.g., Kraus et al. (2007); Mudgal and Vassileva (2000)),

while numerous agents are involved in optimizing a cellular network (e.g.,

Borst et al. (2005); Du et al. (2003a))

• Communication protocol : The communication protocol between the agents

can be predefined or it can be ad-hoc communication. For example, in

bilateral negotiations, two sides negotiate with each other in predefined

time units. In each time-unit each side can communicate over any set of

issues (e.g., Boutilier et al. (2003); Bui et al. (1996)). On the other hand,

in transportation networks, the agents communicate with each other using

ad-hoc communication. An agent cannot choose with whom it interacts

and the communication range is limited, thus an agent cannot transfer all

the information it possesses (e.g., Bejan and Lawrence (2002); Shavitt and

Shay (2005)).

• Information model : The information model dictates what is known to each

agent. It can be a model of complete information, in which each agent

has complete knowledge of both the state of the world and the preferences

of other agents (e.g., negotiation with complete information [Faratin et al.

(2002)] or engagement in e-commerce activities [Oprea (2002)]); it can be a

partial information model, in which agents have only partial knowledge of

either the states of the world or the preferences of other agents (e.g., bar-

gaining games with a-symmetric information [Cason and Reynolds (2005)]);

or it can be a model of incomplete information, in which agents are igno-

rant of the preferences of the opponents and the states of the world. The

incomplete information can be modeled in different ways, e.g., agents have

uncertainty regarding the preferences of their opponents (e.g., negotiation

when there is incomplete information [Fatima et al. (2005); Mudgal and

Vassileva (2000)]).

2



1.1 Bilateral Negotiations with Bounded Rational Agents having
Incomplete Information

• Cooperation type: When we investigate the cooperation in each model we

can distinguish between two types of cooperation. In the first, the agents

are cooperative and care about the social welfare of all other agents. For

example, agents in a cellular network aim to optimize the performance of

the network and cooperate with each other to achieve this goal [Borst et al.

(2005); Du et al. (2003a)]. In the second type, however, the agents can be

categorized as self-interested or malicious agents. They do not cooperate

with each other and their goal can be either to maximize their own utility

or maliciously sabotage the welfare of all other agents (e.g., Cavallo et al.

(2006)). Note that there can also be mixed environments in which there

are both cooperative and malicious agents (e.g., the Byzantine agreement

problem [Lamport et al. (1982)]). Shen et al. (2004) also investigated how

the different cooperation levels of the agents affect the final outcome.

• Goal type: The agents in the environment can be distinguished by their

goal type. The agents can have a shared goal, for example, to optimize the

performance of a cellular network [Borst et al. (2005); Du et al. (2003a)],

while there are cases in which each agent has its own goal (e.g., to win a

game [Grosz et al. (2004)]). Note that there is a difference between the goal

type of the agents and their degree of cooperation. Agents might cooperate

to achieve a contradicting goal, while agents might share the same goal but

are self-interested.

Next we will describe the different models we investigated, how they fall into

each of the categories we described above and the approach to the solution we

used to tackle each problem.

1.1 Bilateral Negotiations with Bounded Ratio-

nal Agents having Incomplete Information

Many tasks in day-to-day life involve interactions among several people. Many of

these interactions involve negotiating over a desired outcome. Often negotiations

can be as simple and ordinary as haggling over a price in the market, through

3



1.1 Bilateral Negotiations with Bounded Rational Agents having
Incomplete Information

deciding what show to watch on TV. Nonetheless, it can also involve issues over

which millions of lives are at stake, such as interstate disputes Wilkenfeld et al.

(2005) and nuclear disarmament Hoppman (1996). Thus, it is important to under-

stand how can we model an automated negotiation agent capable of negotiating

with bounded rational agents under conditions of incomplete information.

The following characteristics exist in this type of models:

• Number of agents : Two agents.

• Communication protocol : The communication protocol is predefined. The

two sides exchange offers in each time unit. Each offer can contain several

(or all) of the negotiation issues. However, in contrast to the model of

alternating offers [Osborne and Rubinstein (1994), p. 118-121], each agent

can perform up to M > 0 interactions with the opponent agent in each time

period. As a result, an agent is concerned that its opponent may opt out

in any time period.

• Information model : In this implementation, we model incomplete informa-

tion [Osborne and Rubinstein (1994), Chapter 11]. Each agent keeps its

preferences private, however the preferences might be inferred from the ac-

tions of each side (e.g., offers made or responses to offers proposed). Thus,

the incomplete information is modeled as uncertainty regarding the exact

preferences or utility of the opponent agent. The incomplete information is

expressed as uncertainty regarding the utility preferences of the opponent,

and we assume that there is a finite set of different agent types. These types

are associated with different additive utility functions (e.g., one type might

have a long term orientation regarding the final agreement, while the other

type might have a more constrained orientation)

• Cooperation type: In this model the agents are not cooperative by nature.

The agents have no incentive to help the other side. They would rather

achieve the best agreement for them. However, both sides might also have

the incentive to cooperate with each other, since reaching an agreement

could be more beneficial for them than walking away without any agreement

[Osborne and Rubinstein (1994), Chapter 7].
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1.2 Distributed Local Negotiations in Cellular Networks

• Goal type: Both agents have their own distinct goal: they both aim to

maximize their own utility.

We investigated several approaches to the solution. Eventually, we decided

that the most suitable approach when dealing with bounded rational agents,

such as human which adheres to the properties we listed above is a qualitative

approach to the solution [Dubois et al. (2001); Tennenholtz (1996)], rather than a

quantitative approach (e.g., Bayesian Nash equilibrium and sequential equilibrium

[Osborne and Rubinstein (1994), Chapter 12], or the trembling hand equilibrium

described in Rasmusen [Rasmusen (2001), p. 139], or the “standard logit model”

[Capra et al. (1999)]). Regarding the incomplete information, as we assert there

are different sets of utilities and there is uncertainty regarding the correct utility

function of the opponent, we implemented a simple Bayesian update mechanism

which after each action tries to infer (whether when receiving an offer or receiving

a response to an offer) which utility best suits the other agent.

We elaborate on the design of the automated agent and the appraoch to the

solution in Chapter 2.

1.2 Distributed Local Negotiations in Cellular

Networks

One of the most challenging issues encountered as a result of the emergence of

new cellular networks (e.g., fourth generation (4G) cellular networks) is how to

maintain the increasing demands for faster communication rates and Quality of

Service (QoS) in heterogeneous networks, while the users demand any content,

any time and everywhere [Bose (2006)]. New types of services are offered by the

cellular providers (e.g., telephony, email, instant messaging, web, video content

and GPS oriented services such as navigation aides). Each of these services re-

quires different bandwidths, and now service providers need to enable the delivery

of various contents to their customers with a negligent effect on connectivity. In

addition, the nature of the new services offered by service providers requires new

standards of response times and transmission volumes in communication between

base stations and users’ portable devices [Varshney and Jain (2001)].
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1.2 Distributed Local Negotiations in Cellular Networks

If we assume that each antenna can be designated a software agent that can

act on its behalf in coordination with the other agents in order to improve the

QoS of the network, then the following characteristics will exist:

• Number of agents : Multi-agents (more than two).

• Communication protocol : The communication protocol is predefined. An

agent can propose offers in a given period on any of the networks’ parameters

that needs to be optimized. The period can start either when a timer is

reset or when triggered by an external event.

• Information model : In this model we have partial incomplete information.

While each agent has knowledge of its local environment in the network,

there is no knowledge of the entire network.

• Cooperation type: In this model all the agents are cooperative in nature.

• Goal type: All agents have a shared goal to improve the QoS of the network.

While each agent has a utility function by which it can locally evaluate

offers, there is a shared goal and not an individual goal.

As we have a network with multi-agents and multi-issues that can be opti-

mized, we pursued a multi-agents negotiation approach. Since there is only par-

tial information in the model and multi-agents, we assert that a local distributed

negotiation should enable an efficient solution for this problem. Thus, we have de-

veloped a novel programmatic approach to efficiently and intelligently distribute

resources in a dynamic cellular network, using local negotiations. Our proposed

mechanism is reactive and facilitates parallel self-adaptation efforts, leading to

dynamics that improve overall network performance. The local nature of the

negotiations is performed as part of the adaptation process enabling frequent

changes in the network’s parameters with a negligible coordination overhead.

This mechanism is important when frequent global optimization is infeasible or

substantially costly. The proposed local negotiation mechanism is incorporated

into a simulated network based on cutting-edge industry technologies. More de-

tails are presented in Chapter 3.
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1.3 Agents in Vehicular Networks

As more and more cars are equipped with GPS and Wi-Fi transmitters, it be-

comes easier to design systems that will allow cars to interact autonomously

with each other, e.g., regarding traffic on the roads [Bejan and Lawrence (2002);

Chisalita and Shahmehri (2002)]. Indeed, car manufacturers are already equip-

ping their cars with such devices [GM (2005); Honda (2005)]. Though, currently

these systems are a proprietary, we envision a natural evolution where agent ap-

plications will be developed for vehicular systems, e.g., to improve car routing

in dense urban areas. Nonetheless, this new technology and agent applications

may lead to the emergence of self-interested car owners, who will care more about

their own welfare than the social welfare of their peers. These car owners will try

to manipulate their agents such that they transmit false data to their peers.

In this type of model the following characteristics exist:

• Number of agents : Multi-agents (more than two).

• Communication protocol : As opposed to the other models we described

above, in this model we have ad-hoc communication. The communication

range is limited as well as the bandwidth. Not all information can be passed

at a given time unit, and an agent must choose what information he should

transmit or receive. In addition, an agent cannot choose with whom he

interacts. As the communication range is limited, the communication is

done with other agents when passing one another, or when located at the

same junction.

• Information model : In this model we have partial incomplete information.

While each agent has knowledge of its local environment in the network (his

own view - either by collecting data or receiving data from other agents),

there is no knowledge of the entire network. In addition, the data collected

from other agents might be incorrect as we have malicious agents in the

network.

• Cooperation type: In this model we have a mix of cooperative agents, which

share truthful information, as well as malicious or self-interested agents who

propagate false data to all other agents.
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• Goal type: While there are cooperative and malicious agents, each agent

has its own goal, which is usually to reach the destination designated to

him as fast as possible.

First of all we begin by investigating the effect of malicious or self-interested

agents on other agents in the network. Then, an approach to the solution that

would minimize their effect is sought. We note that this type of model differs

from other models, e.g., e-commerce, as the data itself is dynamic and the com-

munication is limited. As a result, traditional methods of distributed reputation

(e.g., Yu and Singh (2000)) can turn out to be futile in this model. Instead,

mechanisms which are not costly nor time consuming should be considered. We

elaborate on the mechanisms we propose in Chapter 4.

1.4 Thesis Statement

This thesis studies the interaction and social dynamics of intelligent agents in

three distinct environments. The thesis asserts that each model has its unique

characteristics and tries to explain why each approach to the solution was selected

for each model. This thesis attempts to show how the theory can be successfully

implemented in practical environments and the benefits of using intelligent agents

in these environments.

1.5 Publications

The results that appear in this dissertation were published in the proceedings of

the following refereed conferences:

• Raz Lin, Daphna Dor-Shifer, Sarit Kraus and David Sarne. Local Nego-

tiation in Cellular Networks: From Theory to Practice. In Proceedings of

the Eighteenth Innovative Applications of Artificial Intelligence Conference

(IAAI). 2006.

• Raz Lin, Sarit Kraus, Jonathan Wilkenfeld and James Barry. An Auto-

mated Agent for Bilateral Negotiation with Bounded Rational Agents with
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Incomplete Information. In Proceedings of the Seventeenth European Con-

ference on Artificial Intelligence (ECAI), p. 270-274. 2006.

• Raz Lin, Daphna Dor-Shifer, Saar Rosenberg, Sarit Kraus and David Sarne.

Towards the Fourth Generation of Cellular Networks: Improving Perfor-

mance Using Distributed Negotiation. In Proceedings of the Ninth ACM/IEEE

International Symposium on Modeling Analysis and Simulation of Wireless

and Mobile Systems (MSWiM 2006), p. 347-356. 2006.

• Raz Lin, Sarit Kraus and Yuval Shavitt. On the Benefits of Cheating by

Self-Interested Agents in Vehicular Networks. In Proceedings of the Sixth

International Conference on Autonomous Agents and Multiagent Systems

(AAMAS), p. 315-322. 2007.

• Raz Lin, Daphna Dor-Shifer, Saar Rosenberg, Sarit Kraus and David Sarne.

Using Distributed Negotiation in Fourth Generation Cellular Networks: An

Innovative Approach. In Proceedings of the Second Israel Innovation Sum-

mit (poster), Haifa, Israel. 2007.

• Raz Lin, Sarit Kraus and Jonathan Wilkenfeld. GPNeg: General Pur-

pose Negotiation Training Tool. In Proceedings of the First International

Conference on Computational Cultural Dynamics (ICCCD 2007). 2007.

• Raz Lin, Sarit Kraus and Jonathan Wilkenfeld. GPNeg: Negotiating with

Bounded Rational Agents in Environments with Incomplete Information

Using an Automated Agent. Artificial Intelligence, 172(6-7):823-851, 2008.

1.6 Thesis Structure

As suggested above, throughout the thesis we study the interaction between in-

telligent agents in distinct domains. Therefore, each chapter separately reviews

the relevant related work and details the model being investigated. Similarly,

discussions, conclusions and suggestions for future work are associated with each

chapter separately.
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In Chapter 2 we describe an automated agent for efficiently negotiating with

humans under conditions of incomplete information, modeled as uncertainty re-

garding the preferences of the opponent. While other works make some lenient

assumptions regarding the negotiation settings, we focused on real settings in

which there is both incomplete information and the opponent is not assumed

to be rational or a utility maximizer. We present the solution approach and

experiments done with human subjects on two distinct domains that show the

benefits of using our automated negotiators. We also describe the generic ne-

gotiation simulation environment we have designed which allows the testing of

almost any multi-issue multi-attribute domain, time preferences, different types

of opponents and also allows the control of whether to use incomplete information

or full information.

Chapter 3 deals with using a negotiation approach to dynamically react to

changes in future cellular networks. The goal is to allow better maintenance

of the QoS of the network, and even an increase of it, using only distributed

local changes in part of the agents. The agents themselves can reside in the

antennas themselves, or they can reside in a central physical implementation

(such as the Network Control Center (NCC) or the Mobile Telephone Switching

Office (MTSO), which is responsible for coordination of the base stations and

for providing handoff operations to the mobiles while they move). The agents

then act on the antennas behalf, while having access to global information. We

continue by describing simulations result using an off-the-shelf state-of-the-art

optimization tool termed Schema’s UMTS OptiPlanner [Schema (2005)] - which

was used to model a real deployed large network. Our results show the benefits

of using our suggested approach to deal with the dynamic nature of cellular

networks.

Chapter 4 investigates the benefits achieved by self-interested and malicious

agents in vehicular networks and their effect on other agents in the network. We

assume that agents are assigned to cars roaming the network. While some agents

have means of inter-vehicle communication, referred to as gossip agents, others

are deemed as regular agents and cannot communicate and gain any information

from their peers. A subset of the gossip agents are self-interested and malicious
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agents and have the intent of either causing harm to all other agents in the net-

work or maximizing their own utility at the expense of others. Using a simulation

tool which models a real transportation network in a large city, we demonstrate

the benefits achieved by self-interested agents if no counter-measures are imple-

mented. We then continue and implement mechanisms and show how they can

help in decreasing the effects of the self-interested and malicious agents.
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Chapter 2

Negotiating with Bounded

Rational Agents in Environments

with Incomplete Information

Using an Automated Agent

Many tasks in day-to-day life involve interactions among several people. Many

of these interactions involve negotiating over a desired outcome. Negotiation in

and of itself is not an easy task, and it becomes more complex under conditions

of incomplete information. For example, the parties do not know in advance the

exact tradeoff of their counterparts between different outcomes. Furthermore in-

formation regarding the preferences of counterparts might only be elicited during

the negotiation process itself. In this chapter we propose a model for an au-

tomated negotiation agent capable of negotiating with bounded rational agents

under conditions of incomplete information. We test this agent against people in

two distinct domains, in order to verify that its model is generic, and thus can be

adapted to any domain as long as the negotiators’ preferences can be expressed

in additive utilities. Our results indicate that the automated agent reaches more

agreements and plays more effectively than its human counterparts. Moreover, in

most of the cases, the automated agent achieves significantly better agreements,

in terms of individual utility, than the human counterparts playing the same role.
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2.1 Introduction

Various tasks in day-to day life require negotiation capabilities. These can be as

simple and ordinary as haggling over a price in the market, through deciding what

show to watch on TV. On the other hand, it can also involve issues over which

millions of lives are at stake, such as interstate disputes [Wilkenfeld et al. (2005)]

and nuclear disarmament [Hoppman (1996)]. No matter what the domain, the

negotiation process itself is not an easy task. The parties will have conflicting

interests with reference to some aspects of the negotiation. On the other hand,

both sides might also have the incentive to cooperate with each other, as reaching

an agreement could be more beneficial for them than walking away without any

agreement [Osborne and Rubinstein (1994), Chapter 7].

Negotiation is a profession, yet on many occasions, ordinary people need to

become involved in negotiation tasks. Thus, success in modeling such an agent

has great advantages and implications: from using it for training people in nego-

tiations, to assisting in e-commerce environments, as well as for the development

of tools for modeling negotiation behavior in general. We propose a model of such

an automated agent. Thus, we make a significant contribution in this respect.

With regard to the negotiation model, we consider a setting of a finite horizon

bilateral negotiation with incomplete information between an automated agent

and a human counterpart. The negotiation is said to have a finite horizon if

the length of every possible history of the negotiation is finite [Osborne and

Rubinstein (1994), p. 90]. Incomplete information is expressed as uncertainty

regarding the utility preferences of the opponent, and we assume that there is a

finite set of different agent types. The negotiation itself consists of a finite set of

multi-attribute issues and time-constraints. The negotiation consists of multi-

attribute issues if the parties have to negotiate an agreement which involves

several attributes for each issue. This can help in making complex decisions

while taking into account multiple factors [Keeney and Raiffa (1976)]. Costs are

assigned to each agent, such that during the negotiation process, the agents might

gain or lose utility over time. If no agreement is reached by the given deadline a

status quo outcome is enforced.
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Our automated agent is capable of negotiating efficiently in such environ-

ments, as our experimental results show. Nonetheless, in order to allow our agent

to negotiate efficiently in these settings, we had to decide how to allow it to

deal with the uncertainty both regarding the environment and the opponent. To

achieve this, we incorporated two mechanisms in the automated agent. The first

deals with incomplete information regarding the opponent by using a practical

learning algorithm based on Bayes’ theorem which updates the agent’s beliefs

regarding its opponent. The second mechanism deals with the bounded ratio-

nality of the opponent. While our model applies utility functions, it is a based

on a non-classical decision making method. Instead of focusing on maximizing

the expected utility, we are motivated by qualitative decision making approaches

[Dubois et al. (2001); Tennenholtz (1996)] and we use the maximin function and

the qualitative valuation of offers in our model. Using these methods our auto-

mated agent generates offers and decides whether to accept or reject proposals it

has received.

We conducted three sets of experiments in which we matched our automated

agent against (a) human negotiators, (b) an automated agent following an equi-

librium strategy, and (c) against itself - that is, the same models of an agent

playing both sides. The experiments were run on two distinct domains. In the

first domain, England and Zimbabwe negotiate in order to reach an agreement

evolving from the World Health Organization’s Framework Convention on To-

bacco Control, the world’s first public health treaty. In the second domain a

negotiation takes place after a successful job interview between an employer and

a job candidate.

By analyzing the results of the experiments we conducted, we show that our

automated agent is capable of negotiating efficiently and reaching multi-attribute

agreements in such environments.

When playing one of the sides in the negotiation (England in the first domain

and the job candidate in the second domain) our agent achieved significantly

higher utility values than the human players, and agreements were reached faster

than when an agent was not present in the negotiation. On the other hand, when

the agent played the other side, though it reached higher utility values than the

human player, these results were not significantly higher than the humans’ results.
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This chapter contributes to research on automated negotiation in several ways.

First, it tackles the problem of multi-attribute negotiation with incomplete infor-

mation. Given the importance of negotiating efficiently in such an environment

we provide a generic mechanism that achieves just that. Second, we present

an automated negotiation agent which is domain independent and allows to ex-

periment with almost any real-life domain. Together, the automated negotiation

environment will enable exploration of future research directions and thereafter it

can be used to better understand behavioral and cognitive aspects of negotiations

undertaken by human negotiators.

The remainder of the chapter is organized as follows. Section 2.2 surveys re-

lated work in the field of negotiation with incomplete information and bounded

rational agents. Section 2.3 provides an overview of bilateral negotiation with

incomplete information. Section 2.4 presents the design of the automated agent,

including its beliefs updating and decision making mechanisms. Section 2.5 de-

scribes the experimental setting and methodology and reviews the results. Fi-

nally, Section 2.6 provides a discussion and conclusions and Section2.7 lists rec-

ommendations for future work in this area.

2.2 Related Work

The problem of modeling an automated agent for bilateral negotiation is not new

for researchers in the fields of Multi-Agent Systems and Game Theory. However,

most research makes assumptions that do not necessarily apply in genuine negoti-

ations with humans, such as assuming complete information [Faratin et al. (2002);

Oprea (2002)] or the rationality of the human negotiator [Faratin et al. (2002);

Fatima and Wooldridge (2004); Fatima et al. (2005); Lin and Chou (2003)]. In

this sense, they assume that both parties are rational in their behavior (e.g., de-

scribing the decisions made by the agents as rational and that they are utility

maximizing agents that cannot deviate from their prescribed behavior). For ex-

ample, Faratin et al. [Faratin et al. (2002)] assume that the agents are motivated

by maximizing the joint utility of the outcome, that is, the agents are utility

maximizers that seek Pareto-optimal agreements. In a similar manner, [Fatima

and Wooldridge (2004); Fatima et al. (2005); Lin and Chou (2003)] assert that
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the agent’s strategy must follow the equilibrium’s strategy such that it should

be the best response to the opponent’s strategy. In other words, no agent will

have an incentive to deviate from the strategy. None of the above researchers has

looked into the negotiation process involving both incomplete information and

negotiations against humans. While their approaches might be appropriate in

their context, they cannot be applied to our settings.

Dealing only with the bounded rationality of the opponent, several researchers

suggested new notions of equilibria (e.g., the trembling hand equilibrium described

in Rasmusen [Rasmusen (2001), p. 139]) or other probability models. For exam-

ple, Capra et al. [Capra et al. (1999)] use what is called a “standard logit model”.

In this model probabilities are assigned to the decisions. Those probabilities are

proportional to exponential functions of expected payoffs. They use this model

in order to enable the players to update their beliefs about other players. This

model is equivalent to assuming expected payoffs are subjected to deviations with

an extreme value distribution. That is, the logit model assumes that the decisions

are not perfect and may have some noise. It also tries to deal with such situations.

These noisy decisions can be interpreted either as unobserved random changes

in preferences or as errors in responding to expected payoffs. Similar to Capra

et al., our agent also assigns probability to the believed type of the opponent.

However, we try to avoid the need of adding a special mechanism that assumes

that the actions of the opponent are characterized by noise.

In addition, in a recent paper, Kraus et al. [Kraus et al. (2007)] describe an

automated agent that negotiates efficiently with humans. Although they also deal

with negotiation against humans, in their settings there is complete information.

That is, the agents know exactly what the world state parameters are and how

changing them affects the other agent. First, they identified the perfect equilib-

rium strategies in their model. Then, however, they observed, that the human

players do not necessarily follow these equilibrium strategies. Thus, they added

heuristics and argumentation tailored to their specific settings to enable effective

negotiation by their perfect equilibrium agent. We, on the other hand, propose

a general model of an agent, who can negotiate efficiently in multi-attribute ne-

gotiations against bounded rational agents with incomplete information.
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Other researchers suggested shifting from quantitative decision theory to qual-

itative decision theory [Tennenholtz (1996)]. In using such a model we do not

necessarily assume that the opponent will follow the equilibrium strategy or try

to be a utility maximizer. Also, this model is better suited for cases in which the

utility or preferences are unknown but can be expressed in ordinal scales or as

preference relations [Dubois et al. (2001)]. This approach seems appropriate in

our settings, and using the maximin criteria, which is generally used in this con-

text, enables our agent to follow a pessimistic approach regarding the probability

that an offer will be accepted.

Another way to deal with bounded rationality was suggested by Luce [Luce

(1959)], who introduced the choice axiom. The choice axiom, in relation to ne-

gotiations, states that the probability of selecting one offer over another from a

pool of offers, is not affected by the presence or absence of other items in that

pool. The axiom introduces the notion of Luce numbers. A Luce number is a

non-negative number that is associated with each offer. The Luce number of an

offer ~o ∈ O is calculated using the following formula:

lu(~o) =
u(~o)∑

~x∈O u(~x)
(2.1)

From the mathematical definition the following property follows:

Property 2.2.1 (Luce Number Relation) For every offer ~x and ~y, if u(~x) ≥
u(~y) then lu(~x) ≥ lu(~y) when lu(~x) and lu(~y) denote the Luce number associated

with offer ~x and ~y respectively.

Mostly in economics, this model is used to assign probabilistic beliefs regarding

the tendency of the consumer’s to choose one offer over another (e.g., see Luce’s

survey of the choice axiom [Luce (1977)]). As such, we believe that this model

can be used as an estimation of the acceptance rate of the opponent’s offer.

Several methods are proposed when dealing with incomplete information re-

garding the preferences of an opponent. For example, Bayes’ theorem is the core

component of the Bayesian Nash equilibrium [Osborne and Rubinstein (1994), p.

24-29], and it is used to deduce the current state given a certain signal. One moti-

vation for using this notion of equilibrium is that it allows one to compensate for
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incomplete information and enables good adaptation in negotiations with time-

constraints. In finite horizon negotiations there are no past interactions to learn

from and not enough time periods to build a complete model. Thus this model

provides a good probabilistic tool to model the opponent, as opposed to using

feed-forward neural networks [Oprea (2002)] or genetic algorithms [Lin and Chou

(2003)], both of which require considerable time to facilitate adequate learning

and are more sensitive to the domain in which they are run.

Zeng and Sycara [Zeng and Sycara (1996)] also use the Bayesian analysis as a

learning mechanism in negotiations. And like them, we also use Bayes’ theorem

to update the believed type of the opponent. Thus, we allow the negotiator, at

each time period, to act as if the opponent is of a certain type.

Since we aim to design an agent that can negotiate efficiently against bounded

rational agents in conditions of incomplete information, we should design it not

only with a good mechanism to deal with the bounded rationality of the opponent,

but also with a mechanism which can help overcome the incomplete information

settings. Following the surveyed related work, we believe that implementing a

non-classical valuation mechanism, using the Luce numbers, for generating and

responding to offers, while also incorporating a Bayesian belief update component

to deal with the incomplete information, can lead to an agent’s efficient design.

We elaborate on this design in the next sections.

2.3 Problem Description

We consider a bilateral negotiation in which two agents negotiate to reach an

agreement on conflicting issues. The negotiation can end either when (a) the

negotiators reach a full agreement, (b) one of the agents opts out, thus forcing

the termination of the negotiation with an opt-out outcome denoted OPT , or (c)

a predefined deadline is reached, denoted dl, whereby, if a partial agreement is

reached it is implemented or, if no agreement is reached, a status quo outcome,

denoted SQ, is implemented. Since no agreement is worse than any agreement,

and a status quo is implemented if the deadline is reached, we assume that default

values are assigned to each attribute. Thus, if both sides agree only on a subset

of the issues and the deadline is reached, the unresolved issues are assigned with
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their default value and thus a partial agreement can be implemented. Let I denote

the set of issues in the negotiation, Oi the finite set of values for each i ∈ I and

O a finite set of values for all issues (O1 ×O2 × . . .×O|I|). We allow partial

agreements, ⊥ ∈ Oi for each i ∈ I. An offer is then denoted as a vector ~o ∈ O. It

is assumed that the agents can take actions during the negotiation process until

it terminates. Let Time denote the set of time periods in the negotiation, that

is Time = {0, 1, ..., dl}. Time also impacts the agents’ utilities. Each agent is

assigned a time cost which influences its utility as time passes.

In each period t ∈ Time of the negotiation, if the negotiation has not ter-

minated earlier, each agent can propose a possible agreement, and the opponent

can either accept the offer, reject it or opt out. Each agent can either propose an

agreement which consists of all the issues in the negotiation, or a partial agree-

ment. In contrast to the model of alternating offers [Osborne and Rubinstein

(1994), p. 118-121], each agent can perform up to M > 0 interactions with the

opponent agent in each time period. Thus, an agent must take into account that

its opponent may opt out in any time period.

Since we deal with incomplete information, we assume that there is a finite

set of agent types. These types are associated with different additive utility

functions (e.g., one type might have a long term orientation regarding the final

agreement, while the other type might have a more constrained orientation).

Formally, we denote the possible types of the agents Types = {1, . . . , k}. Given

l ∈ Types, 1 ≤ l ≤ k, we refer to the utility of an agent of type l as ul, and

ul : {(O ∪ {SQ} ∪ {OPT})×Time} → R. Each agent is given its exact utility

function. Also, each agent of type l ∈ Types is given a certain reservation price,

denoted rl, which is held private. The reservation price states the minimum value

of the utility of an offer under which the agent is unwilling to accept the offer.

The agent, and the subjects in the experiments described later in the chapter, are

also aware of the set of possible types of the opponent. However, the exact utility

function of the rival is private information. Our agent has some probabilistic

belief about the type of the other agent. This belief may be updated over time

during the negotiation process (for example, using Bayes’ rule).
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2.4 Agent Design

Due to the unique settings in which we operate - incomplete information and

bounded rationality of the opponent - the agent is built with two mechanisms:

(a) a learning mechanism, and (b) a decision making mechanism.

For the learning mechanism we use the formal model of the Bayesian updat-

ing rule and for the decision making mechanism we incorporate a non-classical

model of offers’ valuation, rather than the traditional quantitative decision mak-

ing model. We describe both mechanisms in the following subsections.

2.4.1 The Decision Making Valuation Component

As Brafman and Tennenholtz [Brafman and Tennenholtz (2000)] state, there are

extensions to qualitative decision theory yet to be pursued. We contend that

one such extension should be in negotiation under uncertainty against a bounded

rational agent. One reason is due to the fact that, as in real life, we do not impose

restrictions on the bounded rational agent and we do not assert that it will follow

an equilibrium strategy. We propose a unique decision making model. While

our model is quantitative in spirit, we shift from the model of expected utility

maximization and try to evaluate the offers in a more qualitative way, using the

maximin method and the ranking of offers, described below.

The decision making valuation component takes into account the agent’s util-

ity function, as well as the believed type of the opponent (note that the believed

type of the opponent is also influenced by the offers proposed by the opponent, as

described in Section 2.4.2). This data is used both for deciding whether to accept

or reject an offer and for generating an offer. In our settings, although several of-

fers can be proposed in each time period, we restrict the agent to making a single

offer in each period. This is done due to the fact that our mechanism for generat-

ing offers only produces one distinct offer at a given time period. The opponent,

on the other hand, is free to propose several offers, and the agent can respond

to all the offers, which indeed happened in the experiments. While we provide

some theoretical foundations for our approach, we demonstrate its effectiveness

using experiments with people in an environment of incomplete information, as

described in Section 2.5.
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2.4.1.1 Generating Offers

The motivation behind the mechanism for generating offers is that the automated

agent would like to propose an offer which yields it the highest utility value.

However, due to conflicting interests, there is a high probability that this offer will

be rejected by the opponent. To overcome this, the agent evaluates all possible

offers based on their utility and the probability that the rival will accept them.

Instead of directly using the utility value of an offer, our mechanism uses the

ranking value of an offer, which is associated with each offer and a given utility

function u, denoted rank(·). The rank number of an offer ~o ∈ O is calculated

using the following formula:

rank(~o) =
order(~o,O)

|O| (2.2)

where order(·, ·) is the ordering function which orders the offer ~o in an ordinal

scale between 1 and |O| according to its utility value compared to all other offers

in O. In order to facilitate the computations we also divide the offer’s ordering

number by |O| to obtain a range between [0, 1]. Note that a certain offer might be

ranked differently when using the utility value of the agent for that offer and the

believed utility value of the opponent. In addition, the Luce numbers are used to

estimate the probability of the agent accepting an offer, following Luce’s choice

axiom models, which assign a probability to each offer [Luce (1959)]. Based on

Property 2.2.1, we get that the higher the utility of the offer the higher its Luce

number as well. As the choice axioms is usually used to assign probabilistic beliefs

regarding the tendency of an agent to propose an offer, we also believe that using

the Luce numbers can provide a good estimation of an acceptance of offers.

Since the opponent also tries to estimate whether an offer will be accepted by

the agent, we take the Luce numbers of both into account. Then, the agent tries

to estimate, from the opponent’s point of view, whether the opponent will accept

the offer. This is done by estimating the sum of the Luce numbers of the agent

and the presumed type of the opponent. This sum is used as an estimation of

the acceptance of the offer, and is multiplied by the ranking value of that offer

of the opponent. The sum of both agents is used in the calculation as a method

for estimating the social welfare of both sides. Finally, the agent compares these
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values with its own estimation of the offer, which is based on its ranking of the

offer and the probability that it will accept the offer.

Similar to qualitative decision theory, which uses the maximin value [Dubois

et al. (2001); Tennenholtz (1996)], the agent selects the minimum value between

these two values (the agent’s own estimation of the offer and the agent’s estima-

tion from the opponent’s point of view), under the pessimistic assumption that

the probability that an offer is accepted is based on the agent that favors the offer

the least. After calculating the minimum value of all the offers, the agent selects

the offer with the maximum value among all the minima, in order to also try

and maximize its own utility. Thus, our qualitative offer generation mechanism

selects, intuitively, the best offer among the offers that the agent believes might

be accepted. In the rest of this section we describe this process formally.

First we will demonstrate this using the following example.

Example 1. Bob (b) and Alice (a) are negotiating about what to do over the

weekend. They have to decide about the activity and on which night they will

do it. Given that I is the set of issues, let Activity ∈ I and Night ∈ I be the

possible issues. There are two possible values for the activity — seeing a movie

(M) or going to a basketball game (B) and two possible values for the chosen

night — either they will go on a Friday night (F ) or on Saturday night (S). Bob

prefers going to a basketball game than to a movie. He also prefers it to be on

a Saturday night, as the match should be more interesting than on Friday night.

However, if a movie is chosen, he prefers to go on Friday to allow him to catch the

game on ‘Pay Per View’ on Saturday. On the other hand, Alice prefers going out

to a movie rather than to a basketball game. The best night for a movie would

be Saturday as on Saturday is the opening night for the premieres, while if going

to a basketball game, she prefers to stay home on Saturday and not engage in

any activity. Table 2.1 reflects the utility values for Bob and Alice derived from

their preferences, described above, for all the possible offers, along with the Luce

number values and the ranking of the offers. In addition, Table 2.2 also compares

the ranking of the offers between Bob and Alice. Let the reservation price for

both sides be equal to 5. For simplicity and demonstration purposes, we assume

that there is only one type of utility for each side and no time effect for both

sides.
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~o1 = {M,S} ~o2 = {M, F} ~o3 = {B, S} ~o4 = {B, F}
1 ub(~oi) 4 6 10 8

2 ua(~oi) 10 9 4 6

3 lub(~oi) 4/28 = 0.14 6/28 = 0.21 10/28 = 0.36 8/28 = 0.29

4 lua(~oi) 10/29 = 0.34 9/29 = 0.31 4/29 = 0.14 6/29 = 0.21

5 rankb(~oi) 1/4 = 0.25 2/4 = 0.50 4/4 = 1.00 3/4 = 0.75

6 ranka(~oi) 4/4 = 1.00 3/4 = 0.75 1/4 = 0.25 2/4 = 0.50

7 lub(~oi) · rankb(~oi) 0.04 0.11 0.36 0.21

8 lua(~oi) · ranka(~oi) 0.34 0.23 0.03 0.10

9 [lub(~oi) + lua(~oi)] · ranka(~oi) 0.49 0.39 0.12 0.25

10 [lua(~oi) + lub(~oi)] · rankb(~oi) 0.12 0.26 0.49 0.37

Table 2.1: Example of calculating QO.

Ranking Bob Alice

4/4 = 1.00 ~o3 = {B, S} ~o1 = {M, S}
3/4 = 0.75 ~o4 = {B, F} ~o2 = {M, F}
2/4 = 0.50 ~o2 = {M,F} ~o4 = {B,F}
1/4 = 0.25 ~o1 = {M,S} ~o3 = {B,S}

Table 2.2: Ranking of offers.
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Assume that our agent plays the role of Bob. It will now choose the maximum

value among all the minima between the values in lines 7 and 9 in the table above.

Thus, our agent will offer Alice to go to a basketball game on Friday.

We continue now to describe the process formally. Formally, we assume that,

at each time period t, the automated agent has a belief about the type of its

opponent. This believed type, denoted by BT (t), is the one that the agent

presumes to be the most probable for the opponent. The agent uses the utility

function associated with that type in all of the calculations in that time period.

In Section 2.4.2 we describe in detail how the belief is dynamically updated.

We denote by u
BT (t)
opp the utility function associated with the believed type of

the opponent at time t. From this utility function, the agent derives the Luce

numbers. Since the Luce number is calculated based on a given utility function,

we denote the Luce number of an offer, ~o ∈ O, derived from the opponent’s

believed utility at time t, u
BT (t)
opp , by luopp(~o | uBT (t)

opp ), and the Luce number for an

offer derived by the agent’s own utility simply as lu(~o). We denote our function

by QO(t) (standing for Qualitative Offer), where t ∈ Time is the time of the

offer.

Thus, if the current agent is j, the strategy selects an offer o in time t such

that:

QO(t) = arg max
o∈O

min{α, β} (2.3)

where α = rank(~o) · lu(~o)

and β = [luopp(~o | uBT (t)
opp ) + lu(~o)] · rankBT (t)

opp (~o)

In the example specified in Example 1 and Table 2.1, assuming our agent

plays the role of Bob, lines 7 and 9 represent α and β, respectively. Then, to

calculate the actual offer to propose to Alice, the agent calculates the minimum

values between these two values, and finally chooses the maximum between all the

minima calculated. That is, the agent will choose ~o3 since it has the maximum

value of the minimum values associated with the four offers (0.04, 0.11, 0.12,

0.21).
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Seemingly, our QO function is a non-classical method for generating offers.

However, not only were we able to show its efficacy through empirical experi-

ments, in which people used it in negotiations, as we describe in Section 2.5, we

also showed (Section 2.4.1.3) that it conforms to some properties from classical

negotiation theory, which are mainly used by mediators. In addition, our QO

function does not build on a fixed opponent’s type. That is, eliciting the believed

type of the opponent is external to the computation.

The function can work as well with other software agents, and was tested

in another two sets of experiments — the first matched our agent against an

automated agent that follows a Bayesian Equilibrium strategy, and the second

matched our agent against itself. Detailed results are described in Section 2.5.3.

The next subsection deals with the question of when the agent should accept

or reject an incoming offer.

2.4.1.2 Accepting Offers

The agent needs to decide what to do when it receives an offer from its opponent

at the current time t. In the following analysis, the terms a and b are used

synonymously as the types of agents a and b, respectively. In the analysis we will

refer to the automated agent as agent type a and its opponent as agent type b.

Similarly, the terms ~oa and ~ob respectively denote an offer received from agent

a and agent b. If ua(~ob) ≥ ua(QO(t + 1)) then the automated agent accepts

the offer. Otherwise, it should not immediately rule out accepting the offer it

has just received. Instead, it should take into consideration the probability that

its counter-offer will be accepted or rejected by the opponent. This is done

by comparing the (believed) utility of the opponent from the original offer as

compared with the opponent’s utility from the agent’s offer. If the difference is

lower than a given threshold1 T , that is |ub(QO(t+1))−ub(~ob)| ≤ T , then there

is a high probability that the opponent will be indifferent to its original offer and

the agent’s counter-offer. Thus, the automated agent will reject the offer and

propose a counter-offer (taking a risk that the offer will be rejected), since the

counter-offer has a higher utility value for the agent. If the difference is greater

1In the experiments, T was set to 0.05.
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than the threshold, i.e., there is a higher probability that the opponent will not

accept the agent’s counter-offer, the automated agent will accept the opponent’s

offer with a given probability, which is attached to each outcome, as described

below. While in our original version of the agent [Lin et al. (2006c)] we did not

impose any restrictions on accepting offers, in the new version, acceptance by

the agent depends on whether the value of the offer is greater than the agent’s

reservation price (r). If this is the case, then the probability is calculated based on

the ranking number of the offer. The intuition behind this is to enable the agent to

also accept offers based on their relative values compared to the reservation price,

on an ordinal scale of [0..1]. That is, the agent will accept an offer if ua(~ob) ≥ ra

and with a probability of rank(~ob) it will reject it and make a counter-offer.

Let’s return to Example 1 presented above. Assume Alice suggests to Bob to

go to a movie on Friday. The utility value of that offer to Bob equals 6. Bob now

checks what would be his utility value from an offer he would make to Alice in

the next time period. We showed earlier that Bob will suggest an offer to go to a

basketball game on Friday. The utility value of that offer to Bob is 8. Thus, since

the utility value of the offer Bob would make is higher than the one received,

Bob does not automatically accept the received offer. Bob needs to take into

consideration whether his offer will be accepted or rejected by the opponent. So

bob checks the difference between Alice’s utility value of the offer he made and

her utility value of the offer she made. The difference in this case equals 3 (as

Alice’s utility value for Bob’s offer equals 6, while the utility value of the offer she

made equals 9). If we assume that the threshold for the difference is 0.05 (like

in our experiments) than this condition does not hold as well, and Bob needs to

continue to check whether he should reject or accept the offer. Since the utility

value of the offer received from Alice is higher than the reservation price (5), Bob

now decides whether to accept or reject the offer based on the probability derived

from the ranking value of the offer. Since the ranking value for Bob from the offer

of seeing a movie on Friday is 0.5, Bob will decide according to this probability

whether to accept or reject the offer.

In the next subsection we demonstrate that our proposed solution also con-

forms to some properties of the Nash bargaining solution. This gives us the

theoretical basis required for use of our technique in bilateral negotiation, and

26



2.4 Agent Design

for the assumption that offers proposed by the agent will also be considered to

be accepted by the opponent.

2.4.1.3 QO: An Alternative to the Nash Bargaining Solution

From Luce and Raiffa [Luce and Raiffa (1957), Chapter 6], we employ the defin-

itions of a bargaining problem and the Nash bargaining solution. We denote by

B = 〈(ua(·), ub(·)), ~d〉 the bargaining problem with two utilities, ua and ub, and

a disagreement point, denoted ~d, which is the worst outcome for both agents (in

our model, d is equivalent to opting out). The Nash bargaining solution (which is

not the offer itself, but rather the payoff of the offer) is defined by several charac-

teristics and is usually designed for a mediator in an environment with complete

information. A bargaining (or a negotiation) solution f should satisfy symmetry,

efficiency, invariance and independence of irrelevant alternatives [Osborne and

Rubinstein (1994), Chapter 15], as defined in the definitions below.

Definition 2.4.1 (Symmetric) A bargaining problem is symmetric if a bijec-

tion φ : O → O, also called a symmetry function, exists such that:

1. φ−1 = φ

2. φ(~d) = ~d

3. ∀~x, ~y ∈ O, ua(~x) > ub(~y) ⇔ ub(φ(~x)) > ub(φ(~y))

For example, suppose that two friends want to split $100 among themselves.

Each friend needs to decide how to split the money, but they both receive nothing

if they disagree. This problem is a symmetric one (consider the symmetry function

given by φ(x, y) = (y, x)).

Definition 2.4.2 (Efficiency) An outcome ~x ∈ O is efficient if there is no

outcome ~y ∈ O with uj(~y) > uj(~x) for both j = {a, b}.

Let’s look again at the two friends trying to split the $100 between themselves.

A solution which will leave some of the money undivided between the two is

inefficient, in the sense that both friends are better off if the remaining money is

split between them.
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Definition 2.4.3 (Equivalence) Two bargaining problems B = 〈(ua(·), ub(·)), ~d〉
and B′ = 〈(u′a(·), u′b(·)), ~d〉 are equivalent if there are γj > 0 and γj ∈ R+, δj ∈ R,

for j = {a, b} such that u′j = γjuj + δj.

To understand the notion of the equivalence problem, assume that the first

involves temperature that is measured in Fahrenheit. An equivalent problem

would be the same problem with the transformation from Fahrenheit to Celsius

(γj = 5/9, δj = −160/9).

Definition 2.4.4 (Subset Problems) A bargaining problem

B′ = 〈(u′a(·), u′b(·)), ~d〉, u′j : O′ → R2 for j = {a, b} is a subset of another bar-

gaining problem B = 〈(ua(·), ub(·)), ~d〉, uj : O → R2, denoted by B′ ⊆ B, if

O′ ⊆ O.

For example, the problem of splitting the $100 between two friends such that

both friends receive an equal split is a subset of the problem in which both friends

can receive any split of the money.

Given the above definitions we state that a bargaining (or a negotiation)

solution should have the following properties:

Property 2.4.1 (Symmetry) A negotiation solution f satisfies symmetry if for

all symmetric problems B with symmetry function φ, f(B) = φ(f(B)).

The symmetry property above states that if both players have the same bar-

gaining power (since it deals with symmetric negotiation problems), then neither

player will have any reason to accept an agreement which yields a lower payoff for

it than for its opponent. For example, for the solution to be symmetric, it should

not depend on the agent which started the negotiation process. In our example

of splitting the $100 between the two friends, both friends have the same utility

function. For the solution to be symmetric, both must receive an equal payoff,

that is, an equal distribution of the money.

Property 2.4.2 (Efficient) A negotiation solution f satisfies efficiency if f(B)

is efficient for all B.
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Efficiency states that two rational agents will not reach an agreement if its

utility is lower for both of them than another possible agreement. This solution

is said to be Pareto-optimal. In this case, each friend will not agree on any

agreement other than splitting the money equally between themselves in a way

that each receive exactly half of the money, as every other split will generate a

lower payoff for either of them.

Property 2.4.3 (Invariance) A negotiation solution f satisfies invariance if

for all equivalent problems B = 〈(ua(·), ub(·)), ~d〉 and B′ = 〈(u′a(·), u′b(·)), ~d〉,
f(B) = f(B′).

Invariance states that for all equivalent problems B and B′, that is B′ =

(γa · ua(·) + δa, γb · ub(·) + δb), γa, γb ∈ R+, δa, δb ∈ R , the solution is also

the same, f(B) = f(B′). That is, two positive affine transformations can be

applied on the utility functions of both agents and the solution will remain the

same. For example, the solution for the problem of splitting the $100 between

the two friends is equivalent to the solution in the case of splitting £500 between

themselves instead of dollars. Thus, this solution satisfies the invariance property.

Property 2.4.4 (Independence of irrelevant alternatives) A negotiation so-

lution f satisfies independence of irrelevant alternatives if f(B) = f(B′) whenever

B′ ⊆ B and f(B) ⊆ B′.

Finally, independence of irrelevant alternatives asserts that the solution f(B) =

f(B′) whenever B′ ⊆ B and f(B) ⊆ B′. That is, if new agreements are added to

the problem in such a manner that the status quo remains unchanged, either the

original solution is unchanged or it becomes one of the new agreements. For ex-

ample, as we stated above, the problem of splitting the $100 between two friends

in such that both friends receive an equal split is a subset of the problem in which

both friends can receive any split of the money. If we assume that also all the

money has to be distributed between the friends, then the solution of an equal

split between the friends satisfies the independence of irrelevant alternatives, as

the added alternatives of unequal split, are not part of the solution.
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It was shown by Nash [Nash (1950)] that the only solution that satisfies all

of these properties is the product maximizing the agents’ utilities, described in

Equation 2.4.

arg max
~x∈O

(ua(~x)− ua(~d))(ub(~x)− ub(~d)) (2.4)

However, as we stated, the Nash solution is usually designed for a mediator.

Since we propose a model for an automated agent which negotiates with bounded

rational agents following the QO function (Equation 2.3), our solution cannot

satisfy all of these properties. To this end, we modified the independence of

irrelevant alternatives property to allow for a set of possible solutions instead of

one unique solution:

Property 2.4.5 (Independence of irrelevant alternative solutions) A ne-

gotiation solution f satisfies independence of irrelevant alternative solutions if the

set of all possible solutions of f(B) is equal to the set of all possible solutions of

f(B′) whenever B′ ⊆ B and f(B) ⊆ B′.

In this case, assume that in the problem of splitting the $100 between two

friends any split of the money is legitimate. Also, the problem in which both

friends receive an equal split is a subset of the problem in which both friends

can receive any split of the money. In this case, the negotiation solution f is a

set which consists of every equal split. This solution satisfies the independence

of irrelevant alternative solutions, as the added alternatives of unequal split, are

not part of the solution.

Proving that the agent’s strategy for proposing offers conforms to these prop-

erties (Properties 2.4.1, 2.4.2, 2.4.3 and 2.4.5) is important since although the

agent should maximize its own utility, it should also find agreements that would

be acceptable to its opponent. The following claims and their proofs lay the

theoretical foundation for this.

Theorem 2.4.1 The QO function satisfies the properties of symmetry, efficiency

and independence of irrelevant alternative solutions.
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The proof of the Theorem can be found in Appendix A.2, Claims A.2.2, A.2.3

and A.2.5. In addition, we show that under some conditions QO also satisfies the

property of invariance (see Claim A.2.4 in Appendix A.2).

We recall that the Nash bargaining solution should have four properties: sym-

metry (Property 2.4.1), efficient (Property 2.4.2), invariance (Property 2.4.3) and

independent of irrelevant alternatives (Property 2.4.4). By proving the above the-

orem, we show that our QO function satisfies only three of the four properties

of the Nash bargaining solution. Thus the question is, why not use the Nash

solution stated in Equation 2.4 instead of our proposed solution? The reasoning

for not using the above Nash solution is presented in the next claim.

Claim 2.4.1 Let the agreement given by the Nash solution be ~x. If an agreement

~y exists where lua(~y) · ranka(~y) > lua(~x) · ranka(~x) and lua(~y) · ranka(~y) <

[lua(~y) + lub(~y)] · rankb(~y) then QO’s solution will be ~y rather than ~x.

The proof of the claim is given in Appendix A.2, Claim A.2.6. However, to

clarify this claim we return to Example 1. Table 2.1 shows the utility value for

Bob and Alice for 4 different offers. Assuming our agent plays the role of Bob, we

show that it will suggest to Alice to go to a basketball game on Friday. However,

if the agent follows the Nash solution, it will suggest to see a movie on Friday,

which is the product maximization of the agents’ utilities (6 × 9 = 54), while

the QO solution has a product value of 8 × 6 = 48. Though, the Nash solution

generates a utility value of 6 for Bob, the QO solution generates a value of 8.

We continue to investigate the effects of time on the offers our agent gener-

ates. The following definition defines the concept of time constant discount rate

[Osborne and Rubinstein (1994), Chapter 7]:

Definition 2.4.5 (Time constant discount rate) In the case of a time con-

stant discount rate, every agent j has a fixed discount rate 0 < δj < 1, that is:

uj(~o, t) = δt
juj(~o, 0).

We show that if both agents have the same time constant discount rate δ,

then QO will generate the same solution at each time unit. The proof can be

found in Appendix A.2, Claim A.2.7.

In the next section we present the component responsible for the belief update

regarding the opponent.
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2.4.2 The Bayesian Updating Rule Component

The Bayesian updating rule is based on Bayes’ theorem and it provides a practical

learning algorithm. Bayes’ theorem is generally used for calculating conditional

probabilities and basically states how to update or revise beliefs in light of new

evidence a posteriori [Leonard and Hsu (1999), Chapter 2]. The calculation is

given in the following formula:

P(A|B) =
P(B|A) · P(A)

P(B)
(2.5)

Where P(A) and P(B) are the prior probabilities of A and B, respectively, P(A|B)

is the conditional probability of A, given B, and P(B|A) is the conditional prob-

ability of B, given A.

We assert that there is a set of different agent types. The bounded rational

agent should be matched to one such type. In each time period, the agent consults

the component in order to update its belief regarding the opponent’s type.

Recall that there are k possible types of agents. At time t = 0 the prior

probability of each type is equal, that is, P(typei
t=0) = 1

k
,∀ i ∈ Types. Then,

for each time period t we calculate the a posteriori probability for each of the

possible types, taking into account the history of the negotiation. This is done

incrementally after each offer is received or accepted. That is, the believed type

is updated every time an offer is received or accepted, thus eventually it is based

on the overall total history thus far. Then, this value is assigned to P(typet).

Using the calculated probabilities, the agent selects the type whose probability is

the highest and proposes an offer as if it were the opponent’s type. Formally, at

each time period t ∈ Time and for each type ∈ Types and ~ot ∈ O (the offer at

time period t) we compute:

P(typei|~ot) =
P(~ot|typei)P(typei

t)

P(~ot)
(2.6)

where P(~ot) =
∑k

i=1 P(~ot|typei)·P(typei
t). Since the Luce numbers actually assign

probabilities to each offer, P(~ot|typei) is computed using the Luce numbers.

Now we can deduce the believed type of the opponent for each time period t,

BT (t), using the following equation:

BT (t) = arg max
i∈Types

P(typei|~ot), ∀t ∈ Time (2.7)
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~o1 = {M,S} ~o2 = {M, F} ~o3 = {B, S} ~o4 = {B, F}
1 ua(~oi), type1 10 9 4 6

2 ua(~oi), type2 10 7 5 9

3 lua(~oi), type1 10/29 = 0.34 9/29 = 0.31 4/29 = 0.14 6/29 = 0.21

4 lua(~oi), type2 10/31 = 0.32 7/31 = 0.23 5/31 = 0.16 9/31 = 0.29

Table 2.3: Example: Calculating Alice’s believed type.

We will extend Example 1 to demonstrate this. Let’s assume that there are

two types of possible utilities for Alice (k = 2). In the first, given in Table 2.1,

Alice prefers movies over basketball. In the second type, however, let’s assume

that Alice prefers going to a movie on Friday, and if this is not possible going to

a basketball game on Friday. Assume Table 2.3 reflects the two different types of

possible utilities for Alice derived from these preferences.

Initially, a probability of 1/2 is assigned to both types. Let’s assume that

Alice suggests at time t = 1 to go to a basketball on Friday night. Based on this

suggestion, our agent needs to update the type it believes Alice to be. Based on

Equation (2.6), the way P(~ot) is calculated and the Luce numbers, we need to

update the probability of each type. For simplicity, we omit the time from the

calculations given below:

P(type1|~o4) =
P(~o4|type1)P(type1)

P(~o)
=

0.21 · 0.5
0.21 · 0.5 + 0.29 · 0.5 = 0.42 (2.8)

P(type2|~o4) =
P(~o4|type2)P(type2)

P(~o)
=

0.29 · 0.5
0.21 · 0.5 + 0.29 · 0.5 = 0.58 (2.9)

Now, based on Equation (2.7) we deduce that the believed type for Alice is

type2.

Using this updating mechanism enables our updating component to conform

to the following conditions, which are generally imposed on an agent’s system of

beliefs, and which are part of the conditions for a sequential Bayesian equilibrium

[Osborne and Rubinstein (1994), Chapter 12]:
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1. Consistency Agent i’s belief should be consistent with its initial belief

and with the possible actions of its opponents. Whenever possible, an

agent should update its beliefs. If, after any history, all the actions

of agent j’s in the given sequence of actions, regardless of its type,

indicate that it has to take the same action, and this action is indeed

taken by agent j, then agent i’s beliefs remain as they were before the

action was taken. On the other hand, if an action is taken by j and

this action can only be attributed to a single type of agent j, type l,

then i believes with a probability of 1 that j′s type is indeed of type

l. The agent uses the same reasoning about its opponent j’s beliefs

based on the given sequence of actions and updates its model of j’s

beliefs in a similar manner.

2. Never dissuaded once convinced Once an agent is convinced of its op-

ponent’s type with a probability of 1, or convinced that its opponent

cannot be of a specific type, that is, the probability of this type is 0,

it is never dissuaded from its viewpoint.

The results of the experiments indeed show that in the majority of the experi-

ments the agent believed that its opponent is of the correct type with the highest

probability amongst all possible opponent’s types.

2.5 Experiments

We developed a simulation environment which is adaptable such that any sce-

nario and utility function, expressed as multi-issue attributes, can be used, with

no additional changes in the configuration of the interface of the simulations or

the automated agent. The agent can play either role in the negotiation, while the

human counterpart accesses the negotiation interface via a web address. The ne-

gotiation itself is conducted using a semi-formal language. Each agent constructs

an offer by choosing the different values constituting the offers. Then, the offer

is constructed and sent in plain English to its counterpart. More details about

the generic simulation tool can be found in Appendix A.1.
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We conducted experiments on two distinct domains to test the efficiency of the

proposed agent. In the experiments, human subjects were matched both against

the automated agent and against other human counterparts. These experiments

show that the agent is capable of negotiating in various domains. That is, only

the utility functions play a role, and not the scenario nor the domain. In addition,

the experiments show the benefits achieved for both sides in the agreements (in

terms of utility and time) when using an automated agent as compared to human

only negotiations. In the following subsections we describe the two domains and

the experimental methodology and we review the results.

2.5.1 Experimental Domain

The experimental domains match the problem definitions described in Section

2.3. In the first domain one agent gains as time advances, while the other loses;

the status quo value for one of the agents is much higher than for the opponent,

and there is an option to reach partial agreements. In the second domain, both

agents lose as time advances, and the status quo value for both players is quite

similar. In both domains we modeled three possible agent types, and thus a

set of six different utility functions was created for each domain. These sets

describe the different types or approaches towards the negotiation process and the

other party. For example, the different approaches can describe the importance

each agent attaches to the effects of the agreement over time. One agent might

have a long term orientation regarding the final agreement. This type of agent

would favor agreements which are concerned more with future outcomes of the

negotiations, than those focusing only on solving the present problem. On the

other hand, another agent might have a short term orientation which focuses on

solving only the burning issues under negotiation without dealing with future

aspects that might arise from the negotiation or its solutions. Finally, there can

also be agents with a compromise orientation. These agents try to find the middle

grounds between the possible agreements.

Each negotiator was assigned a utility function at the beginning of the ne-

gotiation but had incomplete information regarding the opponent’s utility. That

is, the different possible types of the opponent were public knowledge, but the
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exact type of the opponent was unknown. The negotiation lasts at most 14 time

periods, each with a duration of two minutes. If an agreement is not reached by

the deadline then the negotiation terminates with a status quo outcome. Each

party can also opt out of the negotiation if it decides that the negotiation is not

proceeding in a favorable way.

One of the domains was based on an international crisis, and the subjects had

to play a role that was outside of their normal experience. On the other hand,

the second domain was more related to the subjects’ experience, so they could

identify with it better. We describe the two domains in the following subsections.

Detailed score functions for both domains can be found in Appendix A.3. A

snapshot of one of the negotiation experiments in the second domain is given in

Appendix A.4.

2.5.1.1 The World Health Organization’s Framework Convention on

Tobacco Control Domain

In this scenario England and Zimbabwe negotiate in order to reach an agree-

ment evolving from the World Health Organization’s Framework Convention on

Tobacco Control, the world’s first public health treaty. The principal goal of

the convention is “to protect present and future generations from the devastating

health, social, environmental and economic consequences of tobacco consumption

and exposure to tobacco smoke.”

The leaders of both countries are about to meet at a long scheduled summit.

They must reach an agreement on the following issues:

1. The total amount to be deposited into the Global Tobacco Fund to

aid countries seeking to rid themselves of economic dependence on

tobacco production. This issue has an impact on the budget of England

and on the effectiveness of short-range and long-range economic benefits for

Zimbabwe. The possible values are (a) $10 billion, (b) $50 billion, (c) $100

billion, or (d) no agreement. Thus, a total of 4 possible values are allowed

for this issue.
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2. Impact on other aid programs. This issue affects the net cost to Eng-

land and the overall benefit for Zimbabwe. If other aid programs are re-

duced, the economic difficulties for Zimbabwe will increase. The possible

values are (a) no reduction, (b) reduction equal to half of the Global To-

bacco Fund, (c) reduction equal to the size of the Global Tobacco Fund,

or (d) no agreement. Thus, a total of 4 possible values are allowed for this

issue.

3. Trade issues. Both countries can use trade policy to extract concessions

or provide incentives to the other party. They can use restrictive trade

barriers such as tariffs (taxes on imports from the other country) or they

can liberalize their trade policy by increasing imports from the other party.

There are both benefits and costs involved in these policies: tariffs may

increase revenue in the short run but lead to higher prices for consumers

and possible retaliation by affected countries over the long run. Increasing

imports can cause problems for domestic industries. But it can also lead

to lower consumer costs and improved welfare. Thus, the possible values

are divided between Zimbabwe’s (a) reducing tariffs or (b) increasing tariffs

on imports, and England’s (a) reducing or (b) increasing imports. Both

can also choose not to agree on this. Thus, a total of 9 possible values are

allowed for this issue.

4. Creation of a forum to explore comparable arrangements for other

long-term health issues. This issue relates to the precedent that may

be set by the Global Tobacco Fund. If the fund is established, Zimbabwe

will be highly motivated to apply the same approach to other global health

agreements. This would be very costly to England. The possible values are

(a) creation of a fund, (b) creation of a committee to discuss the creation

of a fund, (c) creation of a committee to develop an agenda for future

discussions, or (d) no agreement. Thus, a total of 4 possible values are

allowed for this issue.

Consequently, a total of 576 possible agreements exist (4×4×3×3×4 = 576).

While for the first two issues there are contradicting preferences for England
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and Zimbabwe, for the last two issues there are options which might be jointly

preferred by both sides.

Each turn in the scenario is equivalent to a week of the summit, while the

summit is limited to 14 weeks. If no agreement is reached within the specified

time limit, the Framework Convention will be seen as an empty document, devoid

of any political significance. This will be a blow to England, which has invested

political capital to reach an agreement, in the hope of gaining support for other,

perhaps more important, international agreements in the future. It will also,

however, save England money in the near term. For Zimbabwe, failure to reach

an agreement will create a major financial hardship and deprive it of a precedent

that can be used for future negotiations. Consequently, England is better able to

accept a failure than is Zimbabwe. This outcome is modeled for both agents as

the status quo outcome.

Opting out of the negotiation is also an option. Opting out by England means

trade sanctions imposed by England on Zimbabwe (including a ban on the import

of tobacco from Zimbabwe), while if Zimbabwe opts out then it will boycott all

British imports. However, if England opts out it also saves the funds that would

have been spent on the Tobacco Fund, and if Zimbabwe opts out it loses the

opportunity for financial gain and for assistance in reducing the health problems

that arise from tobacco use. Consequently, England will likely be more willing

to opt out if the negotiations are not going its way, and Zimbabwe will be more

willing to continue negotiations until agreement is reached.

Time also has an impact on the negotiations. Creation of the fund is more

urgent for Zimbabwe than for England. Consequently, Zimbabwe has an incentive

to reach an agreement earlier rather than later; thus as time advances Zimbabwe’s

utility reduces. On the other hand, England gains as time advances, as it post-

pones the time at which it must transfer money to the fund.

Taking into account the different types of agents, we can say, for example,

that an agent representing Zimbabwe with a short term orientation, will focus

on a short term redistribution of resources, insist on the largest possible current

assistance and help with long-term health problems, as well as trade concessions.

On the other hand, an agent representing England with the same short term
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orientation, for example, will aim to minimize current cost, limit impact on trade,

and maintain its economic and political position in the near term.

2.5.1.2 The Job Candidate Domain

In this scenario, a negotiation takes place after a successful job interview between

an employer and a job candidate. In the negotiation both the employer and the

job candidate wish to formalize the hiring terms and conditions of the applicant.

In contrast to the England-Zimbabwe scenario, some issues must be agreed upon

to achieve even a partial agreement. Below are the issues under negotiation:

1. Salary. This issue dictates the total net salary the applicant will receive

per month. The possible values are (a) $7,000, (b) $12,000, or (c) $20,000.

Thus, a total of 3 possible values are allowed for this issue.

2. Job description. This issue describes the job description and responsibil-

ities given to the job applicant. The job description has an effect on the

advancement of the candidate in his/her work place and his/her prestige.

The possible values are (a) QA, (b) programmer, (c) team manager, or (d)

project manager. Thus, a total of 4 possible values are allowed for this

issue.

3. Social benefits. The social benefits are an addition to the salary and

thus impose an extra expense on the employer, yet they can be viewed as

an incentive for the applicant. The social benefits are divided into two

categories: company car and the percentage of the salary allocated, by

the employer, to the candidate’s pension funds. The possible values for a

company car are (a) providing a leased company car, (b) no leased car, or (c)

no agreement. The possible value for the percentage of the salary deposited

in pension funds are (a) 0%, (b) 10%, (c) 20%, or (d) no agreement. Thus,

a total of 12 possible values (3× 4 = 12) are allowed for this issue.

4. Promotion possibilities. This issue describes the commitment by the

employer regarding the fast track for promotion for the job candidate. The

possible values are (a) fast promotion track (2 years), (b) slow promotion
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track (4 years), or (c) no agreement. Thus, a total of 3 possible values are

allowed for this issue.

5. Working hours. This issue describes the number of working hours re-

quired by the employee per day (not including over-time). This is an inte-

gral part of the contract. The possible values are (a) 8 hours, (b) 9 hours,

or (c) 10 hours. Thus, a total of 3 possible values are allowed for this issue.

In this scenario, a total of 1,296 possible agreements exist (3×4×12×3×3 =

1296).

Each turn in the scenario equates to two minutes of the negotiation, and the

negotiation is limited to 28 minutes. If the sides do not reach an agreement by

the end of the allocated time, the job interview ends with the candidate being

hired with a standard contract, which cannot be renegotiated during the first

year. This outcome is modeled for both agents as the status quo outcome.

Each side can also opt-out of the negotiation if it feels that the prospects

of reaching an agreement with the opponent are slim and it is impossible to

negotiate anymore. Opting out by the employer entails the postponement of the

project for which the candidate was interviewing, with the possible prospect of

its cancellation and a considerable amount of expenses.

Opting-out by the job candidate will make it very difficult for him to find

another job, as the employer will spread his/her negative impression of the can-

didate to other CEOs of large companies.

Time also has an impact on the negotiation. As time advances the candidate’s

utility decreases, as the employer’s good impression has of the job candidate

decreases. The employer’s utility also decreases as the candidate becomes less

motivated to work for the company.

2.5.2 Experimental Methodology

We evaluated the performance of the agent against human subjects, all of whom

were computer science undergraduates at Bar-Ilan University in Israel. The ex-

periment involved 88 simulations with human subjects, divided into 44 pairs, such

that 44 simulations were run for each domain. Each simulation was divided into
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two parts: (i) negotiating against another human subject, and (ii) negotiating

against the automated agent. While the subjects knew that they will negotiate

against both an automated agent and against another human, they did not know

in advance against whom they played. Also, in order not to bias the results as a

consequence of the subjects’ familiarity with the domain and the simulation, for

exactly half of the subjects the first part of the simulation consisted of negotiating

with a human opponent, while the other half negotiated first with the automated

agent. The outcome of each negotiation is either reaching a full agreement, opting

out, or reaching the deadline without an agreement. Prior to the experiments,

the subjects were given oral instructions regarding the experiment and the do-

main. The subjects were instructed to play based on their score functions and to

achieve the best possible agreement for them.

2.5.3 Experimental Results

The main goal of the experiments was to verify that the automated agent is

capable of achieving better agreements than a human playing the same role, and

to facilitate an earlier end to the negotiation as compared to negotiations without

the agent. A secondary goal was to check whether indeed the agent facilitated an

increase in the social welfare of the outcome, that is, improved the utility scores

for both parties, as compared to negotiations without an automated agent. When

analyzing the results we use three types of statistical tests:

• t-test : A statistical hypothesis test in which the test statistic has a t-

distribution if the null hypothesis is true. This test requires a normal

distribution of the measurements [Brown and Melamed (1990), Chapter

3]. Thus, it is used in our analysis for comparing utility values, which have

continuous values.

• Wilcoxon signed-rank test : A non-parametric alternative to the paired t-

test for the case of two related samples or repeated measurements on a

single sample. This test does not require any assumptions regarding the

distribution of the measurements [Siegel (1956), Chapter 5]. This test is

used in our analysis for comparing discrete samples.
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• Fisher’s Exact test : Fisher’s exact test is a statistical significance test used

in the analysis of categorical data where sample sizes are small. This test

is used to examine the significance of the association between two variables

in a 2 × 2 contingency table [Gibbons and Chakraborty (1992), Chapter

14.4]. We use this test in order to show the correlation between the type of

agreements reached (full agreement or partial) and the type of negotiators

who reach them (two humans or a human and an automated agent).

As we mentioned earlier, we experimented in two distinct domains. Tables 2.4

and 2.5 summarize the average utility values of all the negotiations, the average

ranking of the agreements reached, and the average of the sums of utility values

and ranking of the agreements in all the experiments in the England-Zimbabwe

domain and the Job Candidate domain, respectively. HZim, HEng, HCan and

HEmp denote the utility value gained by people playing the role of Zimbabwe

or England and the role of the job candidate or the employer, respectively, and

QZim, QEng, QCan and QEmp denote the utility value gained by the QO agent

playing either role in either domain.

The utility values range from -575 to 895 for the England role and from -680

to 830 for the Zimbabwe role, and in the Job Candidate domain from 170 to 620

for the employer role and from 60 to 635 for the job candidate role. The status

quo value in the beginning of the negotiation was 150 for England and -610 for

Zimbabwe, and in the second domain it was 240 for the employer and -160 for

the job candidate. England had a fixed gain of 12 points per time period, while

Zimbabwe had a fixed loss of -16 points. In the Job Candidate domain both

players had a fixed loss per time period – the employer of -6 points and the job

candidate of -8 points per period.

In both domains similar results were achieved. Thus, in this section we elab-

orate mainly on the results of the first domain. Later, we discuss the results in

both domains.

2.5.3.1 Results of Negotiations Against People

First, we examine the final utility values of all the negotiations for each player,

and the sums of the final utility values. When the automated agent played the
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Parameter Avg Stdev

QEng vs. HZim 565.1 283.30

rank(QEng) vs. rank(HZim) 0.82 0.17

HEng vs. HZim 331.8 210.6

rank(HEng) vs. rank(HZim) 0.58 0.19

QZim vs. HEng 18.45 223.1

rank(QZim) vs. rank(HEng) 0.64 0.13

HZim vs. HEng -92.6 247.90

rank(HZim) vs. rank(HEng) 0.60 0.15

HZim vs. QEng -322.55 265.94

rank(HZim) vs. rank(QEng) 0.41 0.16

HEng vs. QZim 311.50 204.79

rank(HEng) vs. rank(QZim) 0.57 0.18

Sum - HEng vs. QZim 330 222.8

Sum - rank(HEng) vs. rank(QZim) 1.21 0.07

Sum - HZim vs. QEng 242.5 409.4

Sum - rank(HZim) vs. rank(QEng) 1.25 0.03

Sum - HEng vs. HZim 239.2 298.8

Sum - rank(HEng) vs. rank(HZim) 1.17 0.07

Table 2.4: Utility values, ranking values, sums of utility values and sums of

ranking values of final negotiations in the England-Zimbabwe Domain
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Parameter Avg Stdev

QCan vs. HEmp 409 93.95

rank(QCan) vs. rank(HEmp) 0.75 0.19

HCan vs. HEmp 309.7 140.2

rank(HCan) vs. rank(HEmp) 0.56 0.29

QEmp vs. HCan 437.3 121.7

rank(QEmp) vs. rank(HCan) 0.77 0.19

HEmp vs. HCan 410.6 114.0

rank(HEmp) vs. rank(HCan) 0.75 0.20

HCan vs. QEmp 342.45 114.40

rank(HCan) vs. rank(QEmp) 0.58 0.24

HEmp vs. QCan 448.82 82.41

rank(HEmp) vs. rank(QCan) 0.74 0.21

Sum - HEmp vs. QCan 852.8 132.2

Sum - rank(HEmp) vs. rank(QCan) 1.49 0.23

Sum - HCan vs. QEmp 779.7 199.0

Sum - rank(HCan) vs. rank(QEmp) 1.35 0.24

Sum - HEmp vs. HCan 720.3 212.5

Sum - rank(HEmp) vs. rank(HCan) 1.30 0.27

Table 2.5: Utility values, ranking values, sums of utility values and sums of

ranking values of final negotiations in the Job Candidate Domain
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role of England the average utility value achieved by the automated agent was

565.1, while the average for the human playing the role of England was 331.8. The

results show that our agent achieves significantly higher utility values as opposed

to a human agent playing the same role (using the 2-sample t-test : t(22) =

3.10, p < 0.004). (This was also the case when the automated agent played

the role of the job candidate in the second domain (using the 2-sample t-test :

t(22) = 2.76, p < 0.008)). On the other hand, when the agent played the role

of Zimbabwe, there was no significant difference between the utility values of the

agent and the human player, though the average utility value for the automated

agent was higher (18.45) than that of the humans (-92.6). One explanation for

the higher values achieved by the QO agent is that the QO agent is more eager

to accept agreements than humans, when playing the Zimbabwe side, which has

a negative time cost (when QO played Zimbabwe the average end turn of the

negotiation was 5, while when the humans played Zimbabwe the average end

turn was 7). Thus, accepting agreements sooner rather than later allows the

agent to gain higher utility values than the human playing the same side. On

the other hand, when the agent played the role of England, the average end turn

for the negotiation was 7 and the same average was achieved when the humans

played the role of England.

The above results are also supported by the results received from ranking the

agreements. When the automated agent played the role of Zimbabwe, the average

ranking it achieved was similar to the ranking the human players attained playing

the same role (0.64 and 0.60). On the other hand, when the automated agent

played the role of England it achieved significantly higher ranking values than

the human playing the same role, with an average of 0.82 as compared to only

0.58 (using the 2-sample Wilcoxon test, p < 0.002).

Comparing the sum of utility values of both negotiators, based on the role the

agent played, we show that this sum is higher when the agent is involved in the

negotiations. When the automated agent played the role of Zimbabwe, the sum of

utility values was 330 as opposed to only 239.2 when two humans were involved.

When the automated agent played the role of England, the sum of utility values

was 242.5, which is only marginally higher than the score of 239.2 reached by the

human subjects. (In the second domain the sum was also higher. Furthermore,
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when the automated agent played the role of the job candidate the sum was even

significantly higher, using the 2-sample t-test : t(22) = 2.48, p < 0.002, when

compared to negotiations in which no automated agent was involved.) When

comparing the sum of the rankings, we note that when the automated agent was

involved the sum of rankings was higher than when only humans were involved (an

average of 1.21 and 1.25 when the automated agent played the role of Zimbabwe

and England, respectively, and an average of 1.17 when the human players played

against each other). However, this is only significant when the automated agent

played the role of England (using the 2-sample Wilcoxon test, p < 0.001).

Another important aspect of the negotiation is the outcome - whether a full

agreement was reached or whether the negotiation ended with no agreement (ei-

ther status quo or opting out) or with a partial agreement. While only 64% of the

negotiations involving only people ended with a full agreement, more than 72% of

the negotiations involving the automated agent ended with a full agreement (and

in the Job Candidate domain, respectively 72% and 86%). Using the Fisher’s

Exact test we determined that a correlation exists between the kind of opponent

agent (be it an automated agent or a human) and the form of the final agreement

(full, partial or none). The results show that there is a significantly higher prob-

ability of reaching a full agreement when playing against an automated agent

(p < 0.006 for both domains).

In the next section we discuss the results of the experiments in both domains,

when negotiating against people.

2.5.3.2 Discussion: Results against People

The results of the experiments, described above, show that the automated agent

achieved higher utility values than the human counterpart. This can be explained

by the nature of our agent both in reference to accepting offers and generating

offers. Using the decision making mechanism we allow the agent to propose

agreements that are good for it, but also reasonable for its opponent. In addition,

the automated agent makes straightforward calculations. It evaluates the offer

based on its attributes, and not based on its content. In addition, it also places

more weight on the fact that it loses or gains as time advances. This is not the
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case, however, when analyzing the logs of the people. It seems that people put

more weight on the content of the offer than on its value. This was more evident

in the Job Candidate domain with which the human subjects could more easily

identify.

Yet, this does not explain why, in both domains, these results are significant

only for one of the sides. In the England-Zimbabwe domain, the results are

significant when the agent played the role of England, while in the Job Candidate

domain these results are significant when it played the role of the job candidate.

It is interesting to note that our results, which show that the automated agents

play significantly better when playing one of the sides, are not unique. Kraus

et al. [Kraus et al. (2007)] also experimented with an automated agent playing

against humans. While they experiment with a single-issue negotiation in one

domain only (i.e. a fishing dispute domain –which is different from ours) they

also showed that their agent design, which has a different design and logic than

the one implemented by our agent, played significantly better only when playing

one of the sides.

Another possible explanation for this phenomenon can be found by examining

the logs of the negotiations and the values of the agreements. In both domains we

can see that the British side and the job candidate sides are the more dominant

sides and have more leverage than the other side. For example, for England the

fact that it gains as time advances could place more pressure on the other side

to accept agreements. For the job candidate side, a psychological interpretation

could serve as an explanation. It seems that the job candidate’s side has less to

lose in the negotiation. While both the employer and the job candidate lose as

time passes, the status quo agreement ensures the hiring of the candidate.

2.5.3.3 Results of an Automated Agent Playing against another Au-

tomated Agent

In this set of experiments, we matched our automated agent against another

automated agent. We conducted two sets of experiments. In the first we matched

our automated agent against itself. In the second set of experiments we matched it

against another automated agent which followed a Bayesian equilibrium approach.

In the Bayesian equilibrium, as the agents have no possibility to update their
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prior beliefs about their opponents’ types (due to the incomplete information),

the strategy of an agent must map each possible type of each player into a plan

of actions. Each agent has to form a best response against the expected strategy

of each opponent, for all of its possible types, using its prior probability. These

strategies form the Bayesian equilibrium [Osborne and Rubinstein (1994), p. 24-

29]. In both experiments the agents negotiated in both domains - the England-

Zimbabwe domain and the Job candidate domain.

In the first set of experiments, when the automated agent was matched against

itself, most of the agreements were reached by the earlier turns (by the third

round in the England-Zimbabwe domain and by the second round in the Job

Candidate domain). The average utility values for the QO agent playing England

was 325.13 and for the QO agent playing Zimbabwe 79.93 and 499.58 and 423.06

when playing the role of the employer and job candidate, respectively. When

looking at the utility values gained by the automated agent itself in both domains,

the automated agent’s results are higher than the results obtained by humans

when playing the same role against either a human or an automated agent (the

results are also significant when the automated agent played the role of Zimbabwe

with p < 0.004 and both the employer and job candidate with p < 0.002 for both

roles).

In addition, the average sum of utility values, 405.07 in the England-Zimbabwe

domain and 922.65 in the Job Candidate domain, is also higher (significantly

higher in the Job Candidate domain with p < 0.002 when it played the role of

the employer and and p < 0.02 when it played the role of the job candidate) than

the sum obtained when either the automated agent played against people (330

when it played the role of Zimbabwe and 242.5 when it played the role of England;

779.7 when it played the role of the employer and 852.8 when it played the role

of job candidate) and it was significantly higher than negotiations in which only

people were involved (an average of 239.2 and p < 0.017 in the England-Zimbabwe

domain and an average of 720.3 and p < 0.001 in the Job Candidate domain).

We can see that in both domains when the automated agent is matched against

itself, it reaches better agreements for both sides. This can be attributed to the

decision making component of the agent, which, as we described above, allows

the agent both to generate agreements that are good for it, but also reasonable
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for the other side, and also to accept such agreements when they are proposed

by their rival.

In the next set of experiments, we matched our automated agent against an

automated agent that followed the Bayesian equilibrium strategy.

In the first domain, when the equilibrium agent played the role of Zimbabwe

and the QO agent played the role of England, most of the negotiations ended by

the early time periods, while in the second domain, for both roles the negotiation

ended early (third time period in the England-Zimbabwe domain and second

time period in the Job Candidate domain). The average final utility values of

the negotiations were 398.38 for the QO agent playing the role of England and

61.38 for the equilibrium agent. In the Job candidate domains the values were

488.28 for the QO agent playing the role of the job candidate and 426.89 for the

equilibrium agent and 459.8 for the QO agent playing the role of the employer

and 488.4 for the equilibrium agent. In all these cases, the final utility values

for the QO agent were higher than the average utility values achieved by the

humans playing either against our automated agent or against themselves. On

the other hand, when the equilibrium agent played the role of England, all of the

negotiations lasted until the last time period and eventually ended with a status

quo agreement, giving England a very high score of 981 and Zimbabwe a very low

score of -548. The differences in the results between the two domains is that in the

England-Zimbabwe domain, an agent playing Zimbabwe loses as time advances,

so the equilibrium agent playing the role of Zimbabwe is highly motivated to

propose an attractive offer to the opponent to facilitate the termination of the

negotiation sooner rather than later. In the job-candidate domain, however, both

sides lose as time advances, and thus when the equilibrium agent played either

side the negotiation ended quickly and did not drag on until the last turn.

Though we did not run simulations of the equilibrium agent against human

agents, the utility values of the opponent from the offers suggested by the equilib-

rium agent are much lower than the final utility values of the human negotiations.

By also analyzing the simulation process of the human negotiations, we can de-

duce that without incorporating any heuristics into the equilibrium agent, the

human players would not have accepted the offers proposed by it. Thus, when

the equilibrium agent would play the role of England the negotiation might be
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dragged out until the last turn with the implementation of a status quo agree-

ment. However, perhaps the human playing the role of Zimbabwe would have

given up and preferred opting-out, resulting in an outcome which would have

been worse (utility-wise) for the equilibrium agent than the status quo outcome.

2.6 Discussion and Conclusions

This chapter presents an automated agent design for bilateral negotiation with

bounded rational agents where there is incomplete information regarding the op-

ponent’s utility preferences. The results show that the agent is indeed capable

of negotiating successfully with human counterparts and reaching efficient agree-

ments. In addition, the results demonstrate that the agent plays at least as well

as, and in the case of one of the two roles, achieved significantly higher utility

values, than the human player. By running the experiments on two distinct do-

mains we have shown that it is quite straightforward to adapt the simulation

environment and the agent to any given scenario.

We have developed an automated negotiation environment. However, we do

not intend to replace humans in negotiation, but rather to use the model as an

efficient decision support tool or as a training tool for negotiations with people.

Thus, this model can be used to support training in real life negotiations, such

as: e-commerce, and it can also be used as the main tool in conventional lectures

or online courses, aimed at turning the trainee into a better negotiator.

We have shown the importance of designing an automated negotiator that

can negotiate efficiently with humans and we have shown that indeed it is possi-

ble to design such a negotiator. We believe that the results of our research can

be particularly useful for constructing agents in open environments where uncer-

tainty prevails. By pursuing non-classical methods of decision making it could be

possible to achieve greater flexibility and effective outcomes. As we have shown,

this can also be done without constraining the model to the domain. Thus these

agents could be extremely useful in e-commerce environments and e-negotiations.

Most negotiation tools today are domain-dependent and focus on a single ne-

gotiation issue (e.g., see http://www.negotiate.tv/ (2007)). These tools do not

provide an efficient training and learning experience for the trainee. Instead of
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providing the trainee with a wide range of test cases, they constrain him/her to

a predefined scenario, which is only a fragment of the variety of scenarios he/she

might encounter in the real world. We have demonstrated that our automated

negotiation environment is adaptable such that any scenario and utility function,

expressed as a single issue or multi-issue attributes, can be used, with no ad-

ditional changes in the configuration of the interface of the simulations or the

automated agents. The automated agents can play either role in the negotiation.

In addition, our environment embodies an automated agent that plays against

the trainee. This allows the trainee to use it anytime in order to test his/her

capabilities and note improvements.

Another important aspect provided by our environment is the support of

cross-cultural negotiations. Negotiations over the same issues against parties

from different countries, for example, can result in distinct agreements, and it is

vital that the negotiators be aware of these variations. It has been shown that in

different countries attitudes regarding negotiations and the actions taken during

them may be quite different. A Chinese negotiator will appear to concede more

often, while in the UK it is common to use pressure tactics to impose a deal

on the other side. The same tactic, however, against a negotiator from Greece

will most likely backfire. Our tool supports the modeling of different negotiation

styles for the opponents. This is done simply by modeling different preferences for

the opponent. Using this model, the negotiator can be matched with any of these

types at any given time. In addition, it is common for people to adopt different

negotiation styles in the way they pursue the closing of the deal. For example,

one might want to address all the issues in a single agreement, while others may

prefer reaching an agreement incrementally, each time committing to one issue.

This process is also facilitated by our tool, as it enables each side to propose a

full agreement or only a partial agreement. It also allows a party to improve on a

previously accepted agreement by negotiating over previously agreed upon issues.

However, no backtracking from an agreement is possible, only opting-out.
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2.7 Future Work

Although much time was spent on designing the mechanism for generating an

offer, the results show that most of the agreements reached were offered by the

human counterpart. This, indeed, allowed for more agreements to be reached

when the automated agent was involved (as compared to negotiations in which

only humans were involved). Nonetheless, a careful investigation should be made

to examine how the offer generation mechanism can be improved. Another direc-

tion for future would be to improve this mechanism in order to allow the agent to

make more than one offer per turn and to add more ‘personality’ to the agent, by

allowing it to interact more with the opponent and adapt its approach based on

this interaction and the pressure of time. Another important aspect is to allow

the automated agent to dynamically elicit the utility of the opponent in real-time,

thus relax the assumption that there is a given set of possible utilities.

Our future work involves improving the negotiation tool as well as adding im-

portant aspects to assist in the negotiation experiments. First we plan to include

an observing/commenting agent that will observe the trainee in the negotiation

and will comment on his/her actions. To provide a good commentary compo-

nent we will incorporate an efficient analysis tool that will investigate the actions

taken by the subject along with the history of the current negotiation and past

negotiations. Based on this the program can suggest or direct the subject to

optimal behavior. We will also enable the comparison of a person’s actions and

the actions an automated agent would have taken in the same situation. Thus,

by means of comparisons of his/her actions we will be able to provide the subject

a wide variety of information for future uses. In addition, we will work on incor-

porating an argumentation component in the automated agent that will attempt

to change the opponent’s preferences.

Finally, we propose to develop an adaptive training manager that will enable

dynamic presentation of the user in different negotiation scenarios as well as con-

frontation with different variations of the automated agent. This is an important

feature as it will allow the analysis of the user’s behavior and a comparison with

behaviors of others or of automated agents. Thus, the training manager will be
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able to adapt both the scenario and the agent matched with the user to best

tackle these issues and make the experience more beneficial and fruitful.
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Chapter 3

Using Distributed Local

Negotiation in Future Generation

Cellular Networks

In this chapter we describe a novel approach to efficiently and intelligently dis-

tribute resources in a dynamic cellular network, using local negotiations. Our

proposed mechanism is reactive and facilitates parallel self-adaptation efforts,

leading to dynamics that improve overall network performance. The local na-

ture of the negotiations which are performed as part of the adaptation process

enables frequent changes in the network’s parameters with a negligible coordina-

tion overhead. This mechanism is important when a frequent global optimization

is infeasible or substantially costly. The mechanism was successfully evaluated

in a simulation environment based on cutting-edge industry technologies, with

encouraging results.

3.1 Introduction

One of the most challenging issues faced by the recently emerging fourth gener-

ation (4G) cellular networks is how to handle the increasing demands for faster

communication rates and Quality of Service (QoS) in heterogenous networks,

while satisfying the users demands for any content, any time and everywhere

[Bose (2006)]. New types of services are offered by the cellular providers (e.g.,
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telephony, email, instant messaging, web, video content and GPS oriented ser-

vices such as navigation aides). Each of these services requires different amounts

of bandwidth, and the service providers need to deliver various contents to their

customers, with negligent effects on connectivity. In addition, the nature of the

new services offered by the service providers requires new standards of response

times and transmission volumes in communication between base stations and

users’ portable devices [Varshney and Jain (2001)].

Thus, providers must take proactive measures to ensure a continuous high

level of bandwidth utilization and connectivity for the users. Such measures

might include the design and deployment of new antenna types to allow net-

work maintenance, resource utilization and ongoing adaptation and adjustment

[Frattasi et al. (2006)]. On the other hand, we assert that relying only on the

improvement of the infrastructure is not suffice. One of the reasons for this is

the possibility that the physical network will reach saturation due to restrictions

employed by third parties. For example, with the recent concerns of health and

environmental issues, governments, with the influence of environmental organi-

zations, are raising more and more difficulties on deploying new antennas. They

argue that enough antennas are currently spread for supporting voice services,

and all new deployed antennas should be designated for advanced services. As

such, the benefit for the population from deploying new antennas are inferior to

the health and environmental considerations (examples of health issues concern-

ing base stations can be found in [Hutter et al. (2006)]).

To cope with these restrictions, we believe that a certain level of cooperative

relations between the different elements in the network is required. In this chap-

ter we propose an innovative approach that allows improvement of performance

of a large cellular network, based on cooperation between the entities of the net-

work. We utilize a clustering method, which allows the efficient distribution of the

cellular entities into different clusters. We introduce intelligent software agents,

designed to operate on behalf of base stations and the antennas in a cellular net-

work thus enabling them to act as autonomous, yet cooperative, entities. Each

of these entities has the capability of negotiating with other entities in order to

evaluate local changes in the network’s parameters, which could possibly improve

the overall performance of the network. This also allows dynamic changes in
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the base stations, as expected in 4G networks. Allowing the agents to perform

negotiations in each cluster, enables us to perform dynamic and distributed ne-

gotiations which result in an improvement in the performance of the network, as

measured, for example, in the number of mobile users served in the network.

The distributed nature of the AI agents implies several important advantages

inherent in the mechanism, such as: minimized communication costs and the

ability to quickly combine partial information to form a good global assessment

[Shen et al. (2004); Yadgar et al. (2003)]. The distributed negotiation mech-

anism, as well as the system we describe, have been developed as part of the

RAN Optimization Group of the REMON Consortium, targeted at developing

pre-competitive generic technologies for 4G Mobile Cellular Systems [REMON

(2007)].

To test the efficacy of our proposed method on large networks, we first studied

its effects on small networks. Using experiments on small networks (27-30 agents

representing 27-30 antennas and 9-10 base stations) we show that our mechanism

enables, via multi-attribute local negotiations, improvement in the performance

of the networks while making dynamic changes. Encouraged by these results, we

proceeded to demonstrate the benefits of negotiations when simultaneous agents

propose and commit changes. Finally, relying on the results and insights gath-

ered in the small network simulations, we continued to show that our algorithm

also enables increased performance when run on a large network of 390 agents

(representing the 390 antennas and the 130 base stations).

This chapter advances the state of the art, such that, aside from testing our

negotiation mechanism and the benefits of using it to improve the performance

of the network, our designed tool is one of the first integrated simulation en-

vironments for cellular networks with an agent-oriented paradigm. While most

simulations use models, such as: the propagation model, traffic distribution and

path loss [Rappaport (2001)], we have built a realistic reconstruction of a de-

ployed cellular network, while demonstrating the benefits of reactive intelligent

agents in settings as close to reality as possible. Thus, our simulation environ-

ment can serve as a test-bed for numerous aspects of artificial intelligence and

agent-based research in cellular networks, far beyond our proposed negotiation

protocol. In addition, the objective of our research is aimed directly at future

56



3.2 Related Work

networks, and in essence, the fourth generation networks. By analyzing expected

trends and technology expected to be used in these networks, our method was

developed and the experiments were devised.

This chapter is organized as follows. In Section 3.2 we review related work

in the field of distributed local negotiation. Section 3.3 describes our negotiation

protocol and the mechanism of the offer evaluation. In Section 3.4 we describe

the simulation environment, our experimental settings and results. Finally, we

conclude and propose future work in this field.

3.2 Related Work

It is commonly believed that the new generation cellular networks will encom-

pass many new features that will constitute a leap forward from current new

cellular solutions. The 4G networks will comprise innovative components, includ-

ing: ”smart” self-adapting antennas, self-tuning abilities designated to answer

the ongoing changes in traffic and new broadcasting technologies [Frattasi et al.

(2006); Gazis et al. (2003); Santhi et al. (2003)]. Yet, it is also clear that some

technical issues need to be resolved before practical implementation of 4G net-

works will be possible [Bose (2006)]. In recent years more focus has been placed

on developing dynamic mechanisms that will enable re-adjustment of cellular

networks to their environment in real-time. For example, in Bell Labs [Borst

et al. (2005)] researchers experimented with dynamic control algorithms that can

automatically adjust the network to changes in both traffic and network condi-

tions, and autonomously adapt when new cells are added to the system. They

argue that real-time measurements are a fundamental ingredient in the develop-

ment of dynamic control mechanisms. Essentially, this is due to the ability to

reveal inefficiencies in the network by gathering information on the actual traffic

characteristics and users’ behavior.

In addition to real-time data gathering, a proposed algorithm can also bene-

fit from a distributed mechanism. This mechanism can provide a simple way of

making local decisions that can affect the entire network. In wireless networks

[Li et al. (2003)], distributed algorithms often have advantages over centralized

algorithms in reducing communication costs. A distributed algorithm is said to
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be communication efficient if its total communication costs are linear in the num-

ber of nodes. Therefore, efficient distributed algorithms are always in demand

for solving many challenging questions in wireless networks. However, the dis-

tributed mechanism should be devised carefully. Negotiation of all the agents

(antennas) with each other is highly costly in terms of utilization of the net-

work. This is also supported by Xuan et al. [Xuan et al. (2001)], who argue that

while communication is crucial for the coordination of the different agents, it is

unrealistic for agents to reach perfect communication. In this respect, our mech-

anism allows only limited communication between the agents and thus limits the

communication overhead, while taking advantage of the distributed nature of the

negotiation in order to increase the number of mobile users being served in the

entire network.

In the context of cooperative negotiation, Shen et al. [Shen et al. (2004)] stud-

ied the relationship between the degree of local cooperation, the characteristics

of the environment and the global utility achieved by all agents in the negoti-

ation. Their statistical analysis shows that mechanisms for local negotiations,

that allow optimization of the system dynamically, can be designed. Mailler et

al. [Mailler et al. (2003)] present a negotiation model for the task of resource al-

location in soft real-time environments, in which the agents are both autonomous

and cooperative. They show that the use of cooperation enables social welfare

maximization. Though they did not focus on cellular networks, these two papers

motivated us to design the distributed local negotiation mechanism that enables

the efficient utilization of the network by constantly maintaining near-optimal

global optimization, using local changes.

Du et al. [Du et al. (2003b)] present a local negotiation approach triggered by

the congestion level of the network. Here, each base station initiates a negotiation

with its neighbors upon observing its utilization exceeding a pre-defined threshold.

Their results show that local negotiation is effective for the network and yields

a performance very close to the one obtained by global optimization techniques.

However, as opposed to Du et al. [Du et al. (2003b)], our algorithm is service-

based rather than network state based. We aim to allow the negotiation to be

made at any given time without depending on a single agent’s view of the network

load. Furthermore, while we base our simulations on real cellular networks, their
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simulations had some permissive assumptions concerning the cellular networks

which they simulated. For example, they assume that the interference comes

only from other traffic units in the same cell, whereas in real cellular networks,

as in our simulations, interference is caused by neighboring base stations.

Du, Bigham and Cuthbert [Du et al. (2003a)] present a utility-based approach

for geographic load balancing in mobile cellular networks. The cooperation is en-

capsulated in the utility function rather than in exchanging negotiation messages.

The utility function proposed is employed on a traffic unit, that is, a user gen-

erates traffic in the network, which is composed of the total traffic load at each

base station and the distance of the traffic unit from the given base station. The

utility determines whether a traffic unit is served at a given base station or at

another base station. We, on the other hand, try to optimize the network by

making it react to real-time events and not to each single traffic unit in the net-

work. As such, we allow the network to serve any traffic unit at any given time,

while preserving the load-balancing of the network.

In [Lin et al. (2006b); Rosenberg (2007)] we laid the basis for a mechanism that

allows improvement of the performance of a cellular network based on cooperation

between entities of the network. We introduced intelligent agents designed to act

in a distributed manner. Based on preliminary results, showing the generality of

our suggested mechanism using only single-attribute negotiations we decided to

test the efficacy of multi-attribute negotiations and multi-agent negotiations in

large networks. However, when shifting to large networks, the issue of maintaining

the efficiency of the negotiation algorithm is vital. In this context, we believe that

by partitioning the large networks into clusters and employing the negotiation

algorithm in each cluster could be of assistance. However, graph partitioning is

an NP-Hard problem. As we would like to employ the partitioning dynamically

and in real-time in the network, an efficient solution should be used. Turgut et al.

[Turgut et al. (2003)] suggest an optimization technique for clustering in mobile

ad-hoc networks using simulated annealing. Another solution is proposed by

[Karypis and Kumar (1999)], which allows an efficient partitioning of any graph

into equal parts. Further details are given in Section 3.3.1.

In the next section, we will describe our negotiation protocol and the mecha-

nism of the offer evaluation.
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3.3 The Negotiation Protocol

Our negotiation protocol aims to allow improvement in the performance of large

cellular networks, by using distributed negotiations. As such, it consists of two

components. The first deals with the distributed nature of the protocol. That

is, it deals with the clustering of the network into disconnected clusters in each

of which we employ our negotiation protocol. The second is the dynamic na-

ture of the negotiation, which runs in each of these clusters. We describe both

components in the following subsections .

3.3.1 Clustering Large Networks

Achieving better performance in large cellular networks is not a straightforward

extension of succeeding in achieving this in smaller networks. Allowing every

agent to communicate and negotiate with each agent can result in a high load of

communication overhead, sometimes even without generating good results. Even

if we allow only minimal sets of agents to communicate with each other, if we do

not employ a good criteria for selecting who can communicate with whom, the

results could be inefficient (e.g., if agents in two opposite ends of the network are

selected as negotiation partners it might even deteriorate the performance of the

network due to the bandwidth required to transmit the communication packets

between the agents). In addition, and perhaps a more acute problem, if we allow

every agent to communicate with each other, the management overhead and the

possibility of deadlocks increase due to a synchronization required between the

agents.

Thus, in order to tackle the problem of large networks, we believe that we

can utilize the benefits of the distributed nature of our algorithm by partitioning

the network into several clusters. This will allow for a minimized communication

cost, as communication will be done only with a subset of agents in the network.

In addition, we will be able to simultaneously invoke our mechanism in the dif-

ferent clusters and afterwards combine the results to improve the performance

of the entire network. In each of these clusters we follow our basic negotiation

scheme, as presented below in Section 3.3.2. To use clustering, we formalize the

problem as a graph problem with constraints and the clustering itself is achieved
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using the min-cut algorithm. Formally, Let G = (V,E) be a connected weighted

graph. Each vertex in the set V is assigned to each of the n points (the agents) to

be clustered. The weights on the edges E of the graph represent the similarity of

one data point to another and are represented by an assigned similarity measure

S : V × V → R. The similarity measure computed depends on the parameters

we would like to optimize. In our experiments, we created the similarity matrix

offline and experimented with two distinct similarity matrices. For each of the

matrices only edges with a weight higher than a given threshold were included

in the min-cut algorithm. The first similarity measure was the power similarity.

Here, the weights attached to the edges reflect the influence of each agent on an-

other, measured by mobiles served, based on changing the pilot power parameter.

The second similarity measure was a simple geographic similarity (Manhattan

Distances).

After attaching weights to the edges we can employ the min-cut algorithm.

The min-cut algorithm is a partition of subsets {V1, V2, ...Vk} of V such that the

sum of the weights corresponding to the edges going from one subset to another

is minimized. However, this raises two problems. The first is that this is an

NP-hard optimization problem. The second is that the min-cut algorithm does

not assure a balanced partitioning, which we believe is of great essence for the

success of the algorithm in large networks. To this end we used the MeTiS

software package [Karypis and Kumar (1999)]. The main idea of the algorithm

implemented by MeTiS is to ”partition the vertices into K roughly equal parts,

such that a certain objective function defined over the hyperedges is optimized...

a commonly used objective function is to minimize the edges that span different

partitions”. Using the MeTiS program we were able to quickly divide the large

network into K equally balanced clusters (in our experiments K was set to 6),

based on the different similarity measures we described above. Figures 3.1(a)

and 3.1(b) present the scattering of the different base stations of a large network

(130 base stations) between the six clusters, using the power similarity and the

geographical similarity, respectively.

In each of these clusters we employ our distributed negotiation scheme, as

described in Section 3.3. That is, each cluster is viewed as a “sub-network” and

the algorithm is employed independently of the other clusters in the network.
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Note that we limit the communication only to agents that reside in the same

cluster. The agents can propose offers to other agents only in their own cluster

(even if their ”real” neighbors are not in the cluster). In addition, agents evaluate

offers based on a local view of the cluster alone. Even if changes affect agents

outside the cluster, while the simulation runs, the agents do not take these into

account.

In the next section we describe in detail the basic negotiation scheme which

we employ in each of above clusters.

3.3.2 The Basic Negotiation Scheme

The negotiation scheme which we describe below runs independently and in a

distributed manner in each cluster. The bilateral negotiation scheme between the

different agents in each cluster enables reaching an agreement, which will improve

the overall network performance. Each base-station’s antenna is associated with

a software agent which negotiates on its behalf. As the negotiation itself involves

communication between the agents, each agent has to transmit communication

packets in the network. In order to prevent the agents from loading the network,

we employ restrictions on the agents with which each agent can negotiate. Aside

from the communication perspective, based on the characteristics of the cellular

network, it is not necessarily useful to allow each agent to negotiate with every

other agent. Thus, each agent is only capable of negotiating with a list of other

agents in the network, termed ”negotiation partners” or ”neighbors”. While

in our experiments the list of neighbors is static and predetermined before the

negotiation begins, our model enables a dynamic list of neighbors per agent.

The negotiation itself involves multi-attribute negotiation, that is, over several

of the configuration parameters of the agents (e.g., we experimented with the pilot

power, azimuth and mechanical tilt parameters; however, the protocol itself does

not restrict the designer in reference to which parameters are under negotiation).

Our algorithm is generic and thus allows both single-attribute as well as multi-

attribute negotiations. This also allows us to compare the benefits of the single-

attribute negotiation with the benefits of the multi-attribute negotiation. In

addition, while our experiments focus on the distributed and decentralized nature
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of negotiations, our negotiation scheme is generic and allows entities other than

the base stations or the antennas, to participate in the negotiation (e.g., entities

such as the Network Control Center (NCC) or the Mobile Telephone Switching

Office (MTSO), which is responsible for coordination of the base stations and

provides handoff operations to the mobiles while they move).

In addition, to enabling better performance for large networks, and in con-

junction with the distributed nature of the algorithm, we allow several agents to

be active and propose offers simultaneously. Again, our model also allows a single

agent to be active at a time, and thus we are able to compare multi-agent versus

single-agent negotiations.

Schema’s UMTS OptiPlanner [Schema (2005)] was used as a simulation tool,

both prior to and during the simulations. Prior to the simulations it was used in

order to create simulated cellular networks, which are replications of real cellular

networks. Throughout the negotiations, it was used for evaluation purposes.

Using it as an evaluation tool, we could evaluate the effect of the different offers

on the cellular network, and using our utility function, we could decide which

offer would potentially produce the best improvement for the network.

The basic structure of the negotiation protocol is listed below. Each iteration

of the algorithm is triggered by an event. Examples of such events include global

events (e.g. time interrupt) or local events (e.g. a base station observes that the

number of served mobiles exceeds a certain threshold). The specific trigger which

is used is principally external to our proposed mechanism. Specifically, in our

simulations we used predefined time-unit intervals as the trigger for initiating a

local negotiation.

Each time unit of the negotiation consists of several synchronized serialized

phases, in which a given set of actions can be made. In the initialization phase

the list of neighbors per agent is constructed. Then, randomly chosen agents (or

one agent for single-agent negotiations) are designated as the proposer agents.

The agents will then generate a predefined number of offers to be sent to each

of their neighbors (in our simulations 5 offers are sent to each neighbor). All

other agents are idle and wait for offers to be sent to them (note that not all of

them will receive offers). Algorithm 1 describes the pseudo-code that each offerer
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agent i follows, while Algorithm 2 describes the pseudo-code that all other agents

j follow.

Algorithm 1 Proposers Agents

1: for all j such that j ∈ neighbors-list[i] {generating offers for all the neighbors

of the agent} do

2: for k = 0 to OFFERS NUM do

3: offer := GenerateOffer()

4: Send offer to agent j

5: end for

6: end for

7: responses[] := waitForResponses() {wait for the agents to return the evalua-

tion of the offers}
8: bestOffer := NULL, bestOfferValue = -1;

9: for j = 0 to responses.length do

10: {For simplicity assume that a response includes both the offer and the

evaluation}
11: eval := responses[j].evaluation + EvaluateOffer(i, responses[j].offer);

12: if (bestOfferValue < eval) then

13: bestOfferValue := eval

14: bestOffer := responses[j].offer

15: end if

16: end for

17: Commit bestOffer

The negotiation itself is local - both for the agents conducting the negotiation

and for the evaluation of the offers. Note that our protocol enables distribution

both at the negotiation level (the algorithm) and at the physical level (the dis-

tributed algorithm can be incorporated into each of the network’s nodes, rather

than placing all the agents in a central location). Thus, our algorithm can be

used in a spectrum of applications. For example, if there is a central physical

entity in the network (such as the NCC or the MTSO), the network’s statistics

can be directly accessed. This allows each agent to return its computation results

to the manager entity which decides when and how to implement the changes.
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Algorithm 2 Non-Proposers Agents

1: offers[] := waitForOffers() {wait until offers are received. Note that there

might be no offers at all for that agent. In this case, the function will timeout

and return null}
2: responses[] := null

3: for k = 0 to offers.length do

4: eval := EvaluateOffer(j, offers[k]);

5: responses[k].evaluation := eval

6: responses[k].offer := offers[k]

7: end for

8: return responses[] to the sender

However, the disadvantage of a central entity is the lack of concurrency of cal-

culations amongst the agents. Conversely, the distribution mechanism enables

concurrent calculations at a messaging cost, which is negligible in comparison to

the overall bandwidth required for communication and data services in today’s

3G networks. This is due to the fact that the local negotiation messages between

two base stations only include a minimal payload (e.g., numeric data on the nego-

tiated parameter and calculations of the changes in traffic as a result of altering

it). Thus, we believe that employing our algorithm in decentralized entities in

the network can be more beneficial.

We note that the local negotiation mechanism presented above simplifies the

process of making changes in the network. Even with our proposed simple mech-

anism we managed, in a distributed manner, to reach a near optimal solution,

which is significantly timely and resource consuming if, otherwise, done centrally.

In the following subsections we continue to explain how offers are generated

and evaluated.

3.3.2.1 Offers Generation

In our basic scheme random agents can be chosen to propose offers. Each propos-

ing agent then generates offers for each of its neighbors (in our settings the number

of offers per agent is constant, however, the number of offers sent can be changed
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and can be influenced, e.g., by the network’s load, saturation or other parame-

ters). Each proposal consists of a change in any of the negotiated parameters

(e.g., an offer can be of a single change in the pilot power or changes both in the

pilot power and the mechanical tilt parameters). Note that this setting is used

only to prove the applicability of our method. Based on our mechanism, the over-

head can be minimized in the future by implementing more efficient heuristics in

the base station to generate offers tailored for the specific environment in which

it is operating. Yet, this requires better understanding of the environment and

the benefit might be negligible.

After preliminary results of single-attribute negotiations (described in [Lin

et al. (2006a,b); Rosenberg (2007)] we tested whether indeed multi-attribute ne-

gotiations could be more efficient. In this respect, two different schemes were

implemented. Let P be the set of attributes available for negotiation (e.g., P =

{”pilot power”, ”mechanical tilt”, ”azimuth”}) and pi denote the parameter in

index i. In this respect, we implemented two different versions for the multi-

attribute negotiation:

1. single-attribute per iteration: In this version, in each iteration it, each pro-

poser agent proposes offers on a different parameter, in rotation. That is,

in each iteration it negotiates a single parameter pit mod |P |.

2. multi-attribute per iteration: Since in each iteration several offers are sent

by each proposer agent to each neighbor, in this version, each offer that is

sent relates to a different parameter. That is, if in each iteration X offers

are sent per neighbor, then each such proposal is for a single parameter

p
X mod |P |. That is, an offer is still over a single attribute, yet at each

iteration different offers with different parameters are sent. In case there

is dependency between the different parameters, conceivably it could be

better to change the parameters together in a single offer. For simplicity

reasons, we assume that there is no dependency between the parameters.

The following subsections detail technical implementation issues, which enable

us to evaluate our proposed mechanism in real cellular network settings.
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3.3.2.2 Offers Evaluation

In order to allow local negotiations between the antennas, we need to define

how local evaluation of the negotiations can be accomplished to best reflect the

potential global change in the network’s performance. The locality of each agent

consists of two levels of neighborhoods. The first level, denoted L1, includes the

immediate neighbors of the agent. We denote by L1(i) the set of neighbors in the

L1 level for agent i. The second level, denoted L2, includes the second level of

neighbors, that is, the immediate neighbors for all the L1 neighbors. Formally,

L2(i) = {L1(j)|j ∈ L1(i)}. This is illustrated in Figure 3.2. Each agent evaluates

an offer it receives based on its neighbors and then returns the evaluation result

to the sender. The sender then evaluates the offer based on its neighbors and

the returned results. The evaluation is based on the utility function, which is

described below.

The utility function evaluates an offer locally. Since we propose a general

model, the utility function can be changed according to the network’s perfor-

mance measure that we want to optimize. In our experiments we aim to optimize

the network’s performance based on the number of covered handsets. Thus, we

want to evaluate the number of mobiles being served in the network by locally

evaluating the number of mobiles being served by each agent. To this end, the

utility function that we use is affected by the difference between the number of

mobile users served before the change in the parameter value and after the change

in its value.

Formally, let Vpi
denote the set of possible values of a given parameter pi of

the antennas and va
pi
, va′

pi
, vb

pi
, vb′

pi
∈ Vpi

. Let Opi
∈ O denote the set of possible

offers such that opi
(a, b) = ((va

pi
, va′

pi
), (vb

pi
, vb′

pi
)) ∈ Opi

is an instance of an offer

made by an antenna named a to an antenna named b, indicating the change

in the parameter value for antenna a and antenna b, respectively, wherein va
pi

and vb
pi

are the current parameter values and va′
pi

and vb′
pi

are the new parameter

values. Also, let servedMobilesb(v
b
pi
, va

pi
) denote the number of mobiles served by

a given antenna b with a parameter value of vb
pi

and a neighbor antenna a with a

parameter value of va
pi

. Note that evaluating the effect of a change in a network’s

parameter is not an easy task. This is due to the fact that even a change in a
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single network’s parameter can influence the connectivity of the mobile users in

the network and the interference between the base stations. For example, if a

base station increases its pilot power, then it may have more interference with its

neighboring base stations, which may cause the disconnection of some of the users

in its area of service. Fortunately, our network simulation application supplies an

efficient evaluation tool for this purpose, which returns a quick evaluation of the

total number of mobiles being served by a given base station. This tool is used

in our simulations to calculate the absolute and relative differences in the service

level parameter described above.

Finally, let u : O → N be the utility of an offer to be implemented, which is

defined as:

ub(opi
) = ub( (va

pi
, va′

pi
), (vb

pi
, vb′

pi
) ) (3.1)

= servedMobilesb(v
b′
pi
, va′

pi
)−

servedMobilesb(v
b
pi
, va

pi
)

Let antenna a be the proposer of an offer opi
. In order to evaluate the offer,

a calculates the utility values of all its L1 neighbors, while each L1 neighbor

calculates the utility values of all its L1 neighbors that are distinct from the L1

neighbors of proposer a. We denote by Ub(opi
, a) the sum of utility values from

an offer opi
of all the L1 neighbors of b that are distinct from the L1 neighbors of

proposer a, but include b itself. That is:

Ub(opi
, a) = (Σk∈L1(b),k /∈L1(a)uk(opi

)) + ub(opi
) (3.2)

Formally, let val : O → R be the value of an offer opi
∈ O, calculated by

proposer a of the offer, then:

vala(opi
) = ua(opi

) + Σb∈L1(a)Ub(opi
) (3.3)

= ua(opi
) +

Σb∈L1(a)[(Σk∈L1(b),k /∈L1(a)uk(opi
)) + ub(opi

)]
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Algorithm 3 describes the EvaluateOffer() function that is used to evaluate

offers. This function is called by the agent who proposes the offer and by the

agents who receive the offer, as described in Section 3.3.2.

Algorithm 3 EvaluateOffer(agentId, offer)

1: eval := servedMobiles(agentId, offer) - currentServedMobiles(agentId)

2: for all i such that i ∈ neighbors-list[agentId] {calculating the value for all

the neighbors} do

3: eval += servedMobiles(i, offer) - currentServedMobiles(i)

4: end for

5: return eval

In the next subsection we describe the different possibilities of forming neigh-

bors in the context of cellular networks.

3.3.2.3 Neighborhood Formation

In the context of deciding on negotiation partners for each agent, Baert et al.

[Baert and Semé (2003)] illustrated the importance of correctly identifying part-

ners in cellular networks. Too many neighbors might cause a large communication

overhead, while too few neighbors might result in small local changes. Also, the

neighbors can be constructed by taking into account several network parameters.

Thus, choosing the best parameters can greatly influence the performance of the

algorithm and of the network. In the cellular network’s infrastructure, the base

stations generally maintain a neighbors’ list, which is based on the hand-over

state of the mobiles. Though using these neighbors’ lists seems like the trivial

option, it appears that it would indeed be futile. The main cause for this is

the purpose for which the neighbors’ list was created, as compared to the pur-

pose of the neighbors of each BS for negotiation purposes. For example, when

constructing the neighbors’ lists some neighbors may be overlooked since their

location is not optimal when testing the neighborhood, and thus the list does not

reflect the actual connections between the BSs. To this end, we consider several
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neighborhood definitions, such as: (i) full connected network, (ii) geographical

based neighborhood, (iii) hand-over state neighborhood (that is, a list of best

intercepted BSs according to the signal strength is maintained for each mobile

agent), and (iv) threshold based users served, whereby a change of a specified pa-

rameter in a given range is made for each BS and all other BSs are checked to see

how they are affected. All of the BSs which have undergone a change of at least

±T are considered to be neighbors of the given BS. This method best reflects

the relations between the BSs, yet fine tuning of the threshold is needed. In our

simulations, when we tested the change in the pilot power parameter and set the

range to 25-35dBm1, T was set to 5 and we looked at the effect of the number-

of-mobiles-served parameter. The electrical azimuth parameter was changed in

the ranges of ±25◦ from the current location. For this parameter the threshold

was set to 2. It is interesting to note, that when we consider electrical azimuth,

some of the BSs have only themselves as a neighbor. This means that a change

in their own azimuth only affects the users in their area of service, and does not

affect any of the users of other base stations. Therefore, a proposal with a change

in their own azimuth value can be sufficiently evaluated by the BS itself.

The symmetry of neighbors is also an issue in the cellular networks’ infrastruc-

ture. We assert that BSi is a symmetric neighbor of BSj if BSi is a neighbor of

BSj and BSj is also a neighbor of BSi. Although it may seem intuitively true

that neighborhoods are always symmetric, our experience in the context of cel-

lular networks, has proven this assumption wrong. Therefore relying on inherent

symmetry rather than the definition given above results in additional commu-

nication overhead and the complication of the algorithm calculations, without

generating better solutions.

In our simulations, we tested the negotiation protocol based on all the dif-

ferent neighborhood definitions presented above. The results obtained indicate

that the user-served-threshold based method generates the best result for the

network’s performance, measured by the number of covered handsets. In this

chapter we focus on the experiments in which our negotiation mechanism was

incorporated with neighborhood relations that were defined using the threshold

1dBm represents a measured power level in decibels relative to 1 milliwatt. It is used to
express power.
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based method, since this method seemed to be the most beneficial. The results

of these experiments are presented in the next section.

3.4 Experiments

We ran several sets of experiments in order to test our proposed distributed mech-

anism and compare the different algorithms’ schemes in order to achieve the best

performance in large networks. In each type of algorithm scheme, each experi-

ment set varied in reference to the status of the network when the experiments

began (a semi-optimized or optimized network state), the parameters optimized

during negotiations and the environment (the number of antennas and their de-

ployment). In the next subsections we describe our simulation environment, the

experimental settings and the experiments’ results.

3.4.1 The Simulator

In order to verify the applicability of our proposed mechanism, we demonstrate

the mechanism’s capabilities in realistic simulations. Ideally, we would have tested

our mechanism on an existing cellular simulation tool. However, while surveying

existing simulation tools, such as Andrew’s Odyssey [Andrew (2006)] and Actix’s

CellOpt AFP [Actix (2005)], we learned that none of them support adjustable au-

tonomy at the base station level. We therefore had to develop a system that would

interface with an existing tool to model the base stations as self-contained enti-

ties. To this end, we decided to interface with an ”off-the-shelf” state-of-the-art

optimization tool - Schema’s UMTS OptiPlanner [Schema (2005)] - which allows

to model a real cellular network. Schema’s UMTS OptiPlanner [Schema (2005)],

a tool with field-proven experience, is a centralized automatic base-station plan-

ning and optimization solution. The tool produces optimal base-station para-

meter configurations, based on user-defined goals for quality, capacity, coverage

and budgetary constraints. OptiPlanner optimizes a wide range of key network

configuration parameters, such as: antenna location, antenna height, type, tilt,

azimuth and power settings. Furthermore, as we described above, OptiPlanner
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has a fast evaluation tool that takes all the aspects of real cellular networks into

account when measuring the performance of a given network.

As mentioned earlier, the entities that negotiate in a distributed manner to

improve the network’s overall performance can either be placed in a centralized

location (e.g. in computers placed in the MTSO) or in distributed locations (in

the base stations themselves). Either way, the distributed nature of our proposed

mechanism is preserved. Placing it in a centralized location enables minimization

of the antenna resources needed for communication between the autonomous

agents, since it can now be done using the MTSO [Frattasi et al. (2006)].

In order to show the efficacy of our algorithm, we need to achieve a dynamic

nature in the static simulator. Thus, in the simulation we initiate three types

of changes between consecutive time frames in which our algorithm operates, as

follows:

• Small alternations in traffic: the users’ distribution remains the same and

a similar number of users (not necessarily the same ones) requires service.

For example, this setting can act as a reflection of users in a shopping

mall. During certain hours a constant distribution of users remains, yet

their identity changes, as shoppers come and go quite frequently. In our

simulations this case is simulated by a change in the seed parameter, which

represents the user distribution. We will refer to this hereafter simply as

seed changes.

• Large alternations in traffic: in this type there are changes in the number of

users requiring services and in their distribution. This situation can reflect

a workplace at the beginning (or at the end) of a workday. During these

time periods many workers arrive or leave their workplace at once, causing

the bandwidth requirements to change significantly. In our simulations

this situation is simulated by a change in both the seed and the density1

parameters.

1The density is used to simulate different loads of the network (e.g., density 2 means that
we double the amount of traffic of the initial environment, and the new traffic is distributed
with similar proportions as in the initial environment).
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• Constant traffic: in this type no changes are made in the overall number of

users’ requesting service nor in their distribution. This simulates a situation

which is almost static. This can be seen, for example, in a workplace during

the working hours, when almost all of the mobile users remain in a relatively

constant location. In our simulations this case is simulated by not varying

the seed nor the density between consecutive time frames.

3.4.2 Experimental Settings

The cellular network we use is a model of a real existing network deployed in

the suburbs of a large European city. We recall that the full network consists of

130 base stations, contributing to 390 antennas. We begin by experimenting only

with a sub-network of the full network. For the multi-attribute and multi-agent

experiments we use two sub-networks, each with different characteristics. The

first is a circular-shaped network, consisting of 30 base stations (90 antennas)

and an average network radius of ten kilometers, and the other is a snake-shaped

network scenario consisting of 27 base stations (81 antennas) and an average

network radius of seven kilometers. Figures 3.4.2(a) and 3.4.2(b) demonstrate the

clutter1 and terrain of the circular and snake shaped scenarios, respectively. The

use of these two distinct models allows us to examine the efficacy of our proposed

mechanism on different networks with varying degrees of impact between the

base stations. For example, in the 27 snake-shaped scenario there is less impact

between base stations located at the extremes, while in the circular-shaped model

scenario, the effect on the base stations is different: while the stations at the

center of the circle are affected similarly from all sides, those on the exterior

show diminished results. We then continue to check the efficacy of our approach

on a large network.

Each scenario was configured using Schema’s UMTS OptiPlanner tool [Schema

(2005)]. This basic network configuration included the following:

• Propagation model, based on (a) the Deygout model [Saunders (1999)] aug-

mented by improvements similar to the ones added to the Walfisch-Ikegami

model [Ikegami et al. (1991); Walfisch and Bertoni (1988)] in COST 231.

1Land cover affecting propagation loss for each base station.
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• Clutter types which include a representation of area obstacles (possible

types in the software include: water, open, light woods, woods, tall woods,

wooded suburbs, low suburbs, suburbs, city and more)

• Topographic map, a genuine map of the height of the terrain.

Additional parameters of the network were set using the simulation tool and

real data. The main parameters were the pilot power of the base stations and

the traffic load of the network1.

Given this data, other parameters of the antenna are defined accordingly, and

their resulting impact on the network’s expected performance is calculated, such

as: the 3D pattern of the antenna, its gain frequency, its horizontal and vertical

width, and its electrical tilting ability.

Based on all these parameters, the average number of users per sector and

the total path loss can be calculated. These configurations and parameters, with

the usage of real data as well, were set as much as possible to reflect the cellular

network used. As stated, the cellular network is deployed in the suburbs of a

large European city.

The simulations were designed to analyze the efficacy of the distributed local

negotiation, when dynamic changes in the density of the network and in the

distribution of the mobile users occur. Each simulation involved more than 80

iterations, as we observed that this was enough iterations to achieve a significant

improvement in the performance of the network. We allowed each iteration to

last 30 seconds. In each simulation we measured the number of mobiles being

served; each mobile is considered served if the base stations can provide services

for it, based on its service level agreement (SLA).

As explained earlier, changes were initiated with reference to the distribution

and density of users throughout the experiments. In a cellular network in the sub-

urbs of a large city of the type considered here, the typical density of mobile users

1The amount of traffic carried out by the sector during the period that is being simulated
is either based on data from the switch or on marketing estimates. The traffic units are mea-
sured in Erlang. In our simulations, real data of the deployed network was used for the basic
configuration of the network.
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is 2, consisting of approximately 1,200 to 1,500 mobile users. Schema’s optimiza-

tion tool was used to perform optimization based on this density. Density-wise

this was the baseline of all our experiments. Given this optimization, on average,

the system can serve 90% of the users. However, even though the average is 90%,

there are usually small variations in the users’ numbers and location. Therefore,

for a given scenario, the current static cellular system may perform below average.

These variations are modeled via the seed changes. Each seed yields a different

specific setting of density 2. During the simulation, seed changes were initiated

every 15 iterations.

Using Schema’s OptiPlanner tool, which was run for several hours, we gen-

erated a semi-optimized network, i.e. a network that was not fully optimized,

but underwent a partial optimization process. This was done in order to ensure

the performance of our algorithm also in a non-optimized, or random, situation

- as may be the case where the global optimization was already outdated upon

launching the dynamic algorithm. The density used for the optimization was 2.

Then, the density of the network was changed to 10 to simulate a high load of the

network. Schema’s evaluation tool was run on the network to evaluate the perfor-

mance of the network when a high load existed and no optimization was invoked

again (that is, the network maintained the optimized parameters of density 2).

We refer to the evaluation value as Schema’s static optimization value.

The proposals generated by the antennas to their negotiation partners con-

sisted of proposed changes to the pilot power or to the mechanical tilt of the base

stations. When negotiating on the pilot power, the agents proposed a change in

the range of 25dB to 35dBs, which were realistic parameters for the network used.

25-35dB represent a large enough scope to describe most of the valid ranges for

these particular parameters from a physical point of view and from experience

in the field. Regarding the mechanical tilt parameter, each agent could propose

a degree change in the range of [−5, 5] from the current tilt value. The evalua-

tion of each proposal is based on the previous time unit and involves the use of

Schema’s tool as an evaluation tool, which takes some of the network parameters

into consideration.

The following subsection presents the results of these experiments.
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3.4.3 Experiments Results

Recall that the purpose of the experiments was to test if our mechanism leads to

an improvement in the service level of cellular users, in a dynamic environment

in an urban area. Based on preliminary results, showing the generality of our

suggested mechanism using only single-attribute negotiations [Lin et al. (2006b);

Rosenberg (2007)], we decided to test the efficacy of multi-attribute negotiations

and multi-agent negotiations in large networks. To achieve this, we began by

running the different algorithms on smaller networks and then we continued to

the large networks. The subsequent subsections describe the results of these

experiments.

3.4.3.1 Multi-Attribute Negotiations

As we mentioned in Section 3.3.2.1, we experimented with two versions of multi-

attribute negotiations: (a) single attribute per iteration, and (b) several attributes

per iteration, such that each offer is composed of a single parameter, but offers

on different parameters are proposed in the same iteration. Negotiation on multi-

attributes enables a wider spectrum of offers, and thus increases the chances of

offers being accepted and thus the outcome increases the number of mobiles being

served.

Figure 3.4.3.1 presents the results of the two versions for the 30-circle subnet-

work using a density of 10, compared to one another and compared to Schema’s

static optimization. The x-axis represents the number of iterations and the y-axis

represents the percentage of mobile users served. We can see that the multi-

attribute algorithm, whereby one attribute is negotiated per iteration, is better

than the second version when comparing the total number of mobile users served.

This can be attributed to the fact that, without any heuristic employed, the values

of the offers might conflict with one another when several attributes are offered

in the same iteration. In addition, as only one parameter is involved in each offer

and only one offer can be accepted each iteration, in the second approach there is

a less of a variety of offers and thus the overall result generates less mobile users

served as compared to the first approach.
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Figure 3.4.3.1 presents the multi-attribute (single attribute per iteration) ver-

sion compared to a single attribute negotiation - whether negotiation was over

the pilot power or over the mechanical tilt parameter. This experiment was per-

formed using the 27-snake subnetwork settings. In both cases we can see that the

multi-attribute algorithm generates more mobile users being served overall than

the single-attribute negotiation.

To summarize we can see that the multi-attribute negotiation outperforms the

single-attribute negotiation, at no additional communication costs. In addition,

both versions of the multi-attribute algorithms are better, in terms of mobile

users served, than Schema’s static optimization value.

3.4.3.2 Multi-Agent Negotiations

To demonstrate the generality of our algorithm and to motivate the applica-

bility in large networks, we also experimented with multi-agents that negotiate

simultaneously in a given iteration. In all the experiments of multi-agents, the

negotiation was conducted over a single-attribute only - the pilot power parame-

ter. All the multi-attribute negotiations involved only a single-agent proposing

during each iteration.

Figure 3.6 presents the results of multi-agent proposing simultaneously, com-

pared to a single-agent proposing per iteration in single-attribute negotiations.

Both negotiations were conducted over the pilot power parameter. The negotia-

tion began with 3 agents that proposed offers, every 20 iterations an additional

agent began to propose. The figure presents the result when the simulation was

run on the 27-snake subnetwork with a density of 10. The results show that in

most cases, the multi-agent simultaneous proposer negotiations achieve a higher

percentage of mobiles served than the single-attribute negotiations conducted by

the single agent proposer.

We proceeded by comparing the multi-agent simultaneous proposers nego-

tiations to the single agent proposer multi-attribute negotiations, whereby one

attribute is negotiated per iteration. The results are presented in Figure 3.7. We

can see that up until 3 simultaneous proposing agents (until iteration 20) the
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results of the multi-agent negotiations are better than the multi-attribute ones.

However, as the number of agents that negotiate simultaneously increases, the

performance of the multi-attribute negotiations becomes better than the multi-

agent negotiations.

Finally, Figure 3.8 presents similar results, when the negotiation was con-

ducted on the 30-circle subnetwork. The figure presents results of the multi-

agent simultaneous proposers negotiations over the pilot power parameter, the

single-agent proposer single-attribute negotiations over the mechanical tilt and

the single-agent proposer multi-attribute negotiations.

To summarize all the results, while the multi-agent simultaneous proposers

are better, in terms of mobile users served, than Schema’s static optimization

value, we can see that there is little benefit to multi-agent simultaneous proposers

negotiation over the single agent proposer in single-attribute negotiations. In

addition, when only a few agents negotiate simultaneously, there is also little

benefit over the single agent proposer in multi-attribute negotiations. However,

due to additional communication costs and the need to synchronize between the

agents and the neighbors to which they send offers, we believe that it would be

better to use the single-agent proposer in multi-attribute negotiations over the

multi-agent simultaneous proposers negotiations.

3.4.3.3 Negotiations in Large Networks

The fact that multi-agent negotiations achieved better results, encouraged us

to begin simulations of our algorithm on the large network, whereby each cluster

could be viewed as a stand-alone entity. Based on the clustering method proposed

in Section 3.3.1 we proceeded to experiment with a large network consisting of

390 agents. Recall that we used two similarity measures: (a) power similarity and

(b) geographical similarity. After dividing the network into 6 clusters, we ran our

algorithm separately in each cluster for 80 iterations. In each cluster we indeed

observed an improvement in the mobiles served. However, this improvement

cannot be reflected straightforwardly on the entire network. This is due to the fact

that each change in the cluster was self-contained and the agents were oblivious
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about the effect of the changes on the other clusters and on other agents, that

were selected to be outside of their clusters. However, in real settings those agents

outside the clusters are viewed as their neighbors. Thus, we manually combined

the results in each iteration and ran the evaluation process again to see the effect

of the real changes on the entire network. Figures 3.9(a) and 3.9(b) present the

results of our algorithm on the entire network using the power similarity and

geographical similarity, respectively.

In addition in each cluster we ran the multi-attribute (single attribute per

iteration) combined with multi-agents (3 multi-agents) negotiations. The results

were better than the single-attribute and single agent negotiations. The results of

the algorithm using the geographical similarity and a density of 10 are presented

in Figure 3.10.

In both cases we can see that employing our distributed negotiations in the

different clusters, even when it simulates the worst case, allows our algorithm to

achieve a higher percentage of mobiles served, than the static offline optimization.

3.5 Discussion and Conclusions

Our work demonstrates the potential embodied in local agent-based methods to

improve overall network performance. This potential will enable good perfor-

mance in cellular networks without the need to install new antennas. It will

also enable good adaptation to unforseen events that currently affect bandwidth

utilization and end users’ reception.

We have shown the applicability of our proposed method in small networks as

well as in large networks, which bolsters our confidence with regard to its efficacy

for general scenarios. Building on this, better heuristics can be introduced to

improve the performance of the network. These heuristics can be incorporated

with almost no interference in the existing networks. In addition, our innovative

approach to the integration of simulation environments in cellular networks with

an agent-oriented paradigm will allow future test-bedding for other purposes, far

beyond the negotiation protocol.
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3.6 Future Work

Our future work will focus on the development of algorithms for improving the

performance of cellular networks using distributed negotiations when fault com-

ponents are detected. We believe that our research, in the fault tolerance re-

spect, proposes a simple mechanism, which will enable the network to deal, au-

tonomously and reactively, with failures (either malicious or unintentional ones)

in the networks. This will alleviate the effort that is currently required by engi-

neers and designers of the networks, and will save both time and money of the

service providers. In this respect, we will investigate:

• Recovery from network collapses: Once a network collapse is identified

(e.g., antenna malfunctioning) the agent system will adapt to it, by imple-

menting dynamic changes on the part of the base stations to compensate

for the loss and to prevent degradation of network performance.

• Learning mechanisms: Integration of learning into the negotiation sys-

tem to reduce negotiation time and resources. We will investigate the inte-

gration of a statistical learning mechanism (e.g. reinforcement learning) to

allow prior identification of characterized events in the network, and thus

enable automatic adaptation to changes, without the necessity of commenc-

ing a full negotiation cycle. This will allow the base stations to negotiate

on more probable changes in the network with a higher probability of being

accepted. Thus, it will reduce negotiation time and costs associated with

communication and time overhead.

Another important future extension of this work will be the development

of dynamic algorithms for online bandwidth allocation between different service

providers. The success of our research could motivate the creation of standards

(e.g. IEEE) to enable the dynamic sharing of resources and negotiation over

bandwidth between different service providers. Thus, it could allow reducing

operational costs of the different providers, by installing and maintaining less

base stations or MTSO’s and the use of those of other service providers. We

will compare dynamic algorithms and offline algorithms to decide the bandwidth

allocation, since dynamic algorithms have the prospect of adapting to different
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distributions of mobile users, in areas where distribution is less known a-priory.

Several models will be investigated and implemented (e.g., negotiation, auction

mechanisms and others).

Another extension will be to incorporate economic based models which will

replace standard negotiations. We will replace our implemented negotiation in-

frastructure with an auction-based mechanism that suits multi-agent environ-

ments. We will also investigate this mechanism for a more goal-oriented behavior

by the base-stations.
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Figure 3.1: Clusters scattering in the large network, consisting of 130 base stations,
using (a) power similarity, and (b) geographical similarity.
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Figure 3.2: Levels of neighborhood: Agent A’s point of view.

Figure 3.3: Clutter and terrain of the (a) circular-shaped model, and the (b)

snake-shaped model scenario.
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Figure 3.4: Percentage of mobile users served as a function of the iteration num-

ber. Multi-attribute negotiation in the 30-circle subnetwork, using density 10.
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work, density 10.
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Figure 3.6: Multi-agent simultaneous proposers vs. single proposer in single-

attribute negotiation. 27-snake subnetwork, density 10. Negotiating over pilot

power.
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Figure 3.7: Multi-agent simultaneous proposers vs. single proposer in multi-

attribute negotiation. 27-snake subnetwork, density 10
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Figure 3.8: Multi-agent simultaneous proposers vs. single proposer in single-

attribute and multi-attribute negotiation. 30-circle subnetwork, density 10
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Figure 3.9: Negotiation results of the entire network using (a) power similarity, and
(b) geographical similarity
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Figure 3.10: Multi-Agent and Multi-Attribute Negotiation in the full network,

density 10
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Chapter 4

Intelligent Agents in Vehicular

Networks: Overcoming Malicious

Agents

As more and more cars are equipped with GPS and Wi-Fi transmitters, it be-

comes easier to design systems that will allow cars to interact autonomously with

each other, e.g., regarding traffic on the roads. Indeed, car manufacturers are

already equipping their cars with such devices. Though, currently these systems

are a proprietary, we envision a natural evolution where agent applications will

be developed for vehicular systems, e.g., to improve car routing in dense urban

areas. Nonetheless, this new technology and agent applications may lead to the

emergence of self-interested car owners, who will care more about their own wel-

fare than the social welfare of their peers. These car owners will try to manipulate

their agents such that they transmit false data to their peers. Using a simula-

tion environment, which models a real transportation network in a large city, we

demonstrate the benefits achieved by self-interested agents if no counter-measures

are implemented. We then proceed to describe mechanisms for minimizing the

effect of the malicious agents on other agents in the network.
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4.1 Introduction

As technology advances, more and more cars are being equipped with devices,

which enable them to act as autonomous agents. An important advancement

in this respect is the introduction of ad-hoc communication networks (such as

Wi-Fi), which enable the exchange of information between cars, e.g., for locating

road congestions [Bejan and Lawrence (2002)] and optimal routes [Shavitt and

Shay (2005)] or improving traffic safety [Chisalita and Shahmehri (2002)].

Agent technology, which allows cars to interact autonomously, is becoming

recognized by car manufactures as an important aspect in deploying the future

intelligent cars [GM (2005); Honda (2005)]. For example, GM [GM (2005)] devel-

ops vehicles with a ”sixth sense” that, through V2V communication, allows the

vehicles to detect movement of other vehicles and use this technology to provide

more safety to the driver. The U.S. Department of Transportation is also pro-

moting the Vehicle Infrastructure Integration initiative (VII) [U.S Department of

Transportation (2006)], with the vision that every car manufactured in the U.S.

will be equipped with a communication device and a GPS unit so that data can

be exchanged via a nationwide, instrumented roadway system. In addition, ”ve-

hicles could serve as data collectors and anonymously transmit traffic and road

condition information from every major road within the transportation network”

[U.S Department of Transportation (2006)].

In this chapter, we first investigate the attraction of being a selfish agent in

vehicular networks. That is, we investigate the benefits achieved by car own-

ers, who tamper with on-board devices and incorporate their own self-interested

agents in them, which act for their benefit. We build on the notion of Gossip Net-

works, introduced by Shavitt and Shay [Shavitt and Shay (2005)], in which the

agents can obtain road congestion information by gossiping with peer agents us-

ing ad-hoc communication. Then we proceed to describe mechanisms which help

to minimize the effects of the malicious agents on other agents in the network.

We recognize two typical behaviors that the self-interested agents could em-

bark upon, in the context of vehicular networks. In the first behavior, described

in Section 4.4, the objective of the self-interested agents is to maximize their own

utility, expressed by their average journey duration on the road. This situation
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can be modeled in real life by car owners, whose aim is to reach their destination

as fast as possible, and who would like to have their route free of other cars. To

this end they would let their agents cheat the other agents, by injecting false

information into the network. This is achieved by reporting heavy traffic values

for the roads on their route to other agents in the network in the hope of making

the other agents believe that the route is jammed, and causing them to choose a

different way.

The second type of behavior, described in Section 4.5, is modeled by the self-

interested agents’ objective to cause disorder in the network, more than they

are interested in maximizing their own utility. This kind of behavior could be

generated, for example, by vandalism or terrorists, who aim to cause as much

mayhem in the network as possible.

We note that the introduction of self-interested agents into the network, would

most probably motivate other agents to try and detect these agents in order to

minimize their effect. This is similar, though in a different context, to the problem

introduced by Lamport et al. [Lamport et al. (1982)] as the Byzantine Generals

Problem. However, the introduction of mechanisms to deal with self-interested

agents is costly and time consuming. In this chapter we focus mainly on the

attractiveness of selfish behavior by these agents, while we also provide some

insights into the possibility of detecting self-interested agents and minimizing

their effect.

To demonstrate the benefits achieved by self-interested agents, we have used

a simulation environment, which models the transportation network in a central

part of a large real city. The simulation environment is further described in

Section 4.3. Our simulations provide insights to the benefits of self-interested

agents that cheat. Our findings can motivate future research in this field in

order to minimize the effect of selfish-agents. Finally, in Section 4.6 we describe

mechanisms for minimizing the effect of the malicious agents on other agents in

the network. In Section 4.7 we show what happens if the malicious agents form

coalitions in order to try to overcome the protection mechanisms implemented by

the gossip agents.

We begin by reviewing related work in the field of self-interested agents and

V2V communications.
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4.2 Related Work

In their seminal paper, Lamport et al. [Lamport et al. (1982)] describe the

Byzantine Generals problem, in which processors need to handle malfunctioning

components that give conflicting information to different parts of the system.

They also present a model in which not all agents are connected, and thus an agent

is not able to send a message to all the other agents. Dolev et al. [Dolev et al.

(1990)] has built on this problem and has analyzed the number of faulty agents

that can be tolerated in order to eventually reach the right conclusion about true

data. Similar work is presented by Minsky et al. [Minsky and Schneider (2003)],

who discuss techniques for constructing gossip protocols that are resilient to up

to t malicious host failures. As opposed to the above works, our work focuses

on vehicular networks, in which the agents are constantly roaming the network

and exchanging data. Also, the domain of transportation networks introduces

dynamic data, as the load of the roads is subject to change. In addition, the

system in transportation networks has a feedback mechanism, since the load in

the roads depends on the reports and the movement of the agents themselves.

Malkhi et al. [Malkhi et al. (2003)] present a gossip algorithm for propagating

information in a network of processors, in the presence of malicious parties. Their

algorithm prevents the spreading of spurious gossip and diffuses genuine data.

This is done in time, which is logarithmic in the number of processes and linear

in the number of corrupt parties. Nevertheless, their work assumes that the

network is static and also that the agents are static (they discuss a network of

processors). This is not true for transportation networks. For example, in our

model, agents might gossip about heavy traffic load of a specific road, which

is currently jammed, yet this information might be false several minutes later,

leaving the agents to speculate whether the spreading agents are indeed malicious

or not. In addition, as the agents are constantly moving, each agent cannot choose

with whom he interacts and exchanges data.

In the context of analyzing the data and deciding whether the data is true

or not, researchers have focused on distributed reputation systems or decision

mechanisms to decide whether or not to share data.
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Yu and Singh [Yu and Singh (2000)] built a social network of agents’ repu-

tations. In this network every agent keeps a list of its neighbors, which can be

changed over time, and computes the trustworthiness of other agents by updating

the current values of testimonies obtained from reliable referral chains. After a

bad experience with another agent every agent decreases the rating of the ’bad’

agent and propagates this bad experience throughout the network so that other

agents can update their ratings accordingly. This approach might be implemented

in our domain to allow gossip agents to identify self-interested agents and thus

minimize their effect. However, the implementation of such a mechanism is an

expensive addition to the infrastructure of autonomous agents in transportation

networks. This is mainly due to the dynamic nature of the list of neighbors in

transportation networks. Thus, not only does it require maintaining the neigh-

bors’ list, since the neighbors change frequently, but it is also harder to build a

good reputation system.

Leckie et al. [Leckie and Kotagiri (2003)] focus on the issue of when to share

information between the agents in the network. Their domain involves monitoring

distributed sensors. Each agent monitors a subset of the sensors and evaluates a

hypothesis based on the local measurements of its sensors. If the agent believes

that a hypothesis is likely he exchanges this information with the other agents.

In their domain, the goal of all the agents is to reach a global consensus about the

likelihood of the hypothesis. In our domain, however, as the agents constantly

move, they have many samples, which they exchange with each other. Also,

the data might also vary (e.g., a road might be reported as jammed, but a few

minutes later it could be free), thus making it harder to decide whether to trust

the agent, who sent the data. Moreover, the agent might lie only about a subset

of its samples, thus making it even harder to detect his cheating.

Some work has been done in the context of gossip networks or transportation

networks regarding the spreading of data and its dissemination.

Datta et al. [Datta et al. (2004)] focus on information dissemination in mobile

ad-hoc networks (MANET). They propose an autonomous gossiping algorithm for

an infrastructure-less mobile ad-hoc networking environment. Their autonomous

gossiping algorithm uses a greedy mechanism to spread data items in the network.

The data items are spread to immediate neighbors that are interested in the
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information, and avoid ones that are not interested. The decision which node

is interested in the information is made by the data item itself, using heuristics.

However, their work concentrates on the movement of the data itself, and not on

the agents who propagate the data. This is different from our scenario in which

each agent maintains the data it has gathered, while the agent itself roams the

road and is responsible (and has the capabilities) for spreading the data to other

agents in the network.

Das et al. [Das et al. (2004)] propose a cooperative strategy for content

delivery in vehicular networks. In their domain, peers download a file from a

mesh and exchange parts of the file among themselves. We, on the other hand,

are interested in vehicular networks in which there is no rule forcing the agents

to cooperate among themselves.

Shibata et al. [Shibata et al. (2006)] propose a method for cars to coopera-

tively and autonomously collect traffic jam statistics to estimate the arrival time

to destinations of each car. The communication is based on IEEE 802.11, without

having to utilize a fixed infrastructure on the ground. While we use the same

domain, we focus on a different problem. Shibata et al. [Shibata et al. (2006)]

mainly focus on efficiently broadcasting the data between agents (e.g., avoid du-

plicates and communication overhead), while we focus on the case where agents

are not cooperative by nature, and on how selfish agents affect other agents and

the network load.

Wang et al. [Wang et al. (2004)] also assert, in the context of wireless net-

works, that individual agents are likely to do what is most beneficial for their

owners, and will act selfishly. They design a protocol for communication in net-

works in which all agents are selfish. Their protocol motivates every agent to

maximize its profit only when it behaves truthfully (a mechanism of incentive

compatibility). However, the domain of wireless networks is quite different from

the domain of transportation networks. In the wireless network, a wireless ter-

minal is required to contribute its local resources to transmit data. Thus, Wang

et al. [Wang et al. (2004)] use a payment mechanism, which attaches costs

to terminals when transmitting data, and thus enables them to maximize their

utility when transmitting data, instead of acting selfishly. Disparately, in the

context of transportation networks, constructing such a mechanism is not quite
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a straightforward task, as self-interested agents and regular gossip agents might

incur the same cost when transmitting data. The difference between the two

types of agents only exists regarding the credibility of the data they exchange.

In the next section, we will describe our transportation network model and

gossiping between the agents. We will also describe the different agents in our

system.

4.3 Model and Simulations

We first describe the formal transportation network model, and then we depict

the simulations designs.

4.3.1 Formal Model

Following Shavitt and Shay [Shavitt and Shay (2005)] and Parshani [Parshani

(2004)], the transportation network is represented by a directed graph G(V, E),

where V is the set of vertices representing junctions, and E is the set of edges,

representing roads. An edge e ∈ E is associated with a weight w > 0, which

specifies the time it takes to traverse the road associated with that edge. The

roads’ weights vary in time according to the network (traffic) load. Each car,

which is associated with an autonomous agent, is given a pair of origin and

destination points (vertices). A journey is defined as the (not necessarily simple)

path taken by an agent between the origin vertex and the destination vertex.

We assume that there is always a path between a source and a destination. A

journey length is defined as the sum of all weights of the edges constituting this

path. Every agent has to travel between its origin and destination points and

aims to minimize its journey length.

Initially, agents are ignorant about the state of the roads. Regular agents

are only capable of gathering information about the roads as they traverse them.

However, we assume that some agents have means of inter-vehicle communication

(e.g., IEEE 802.11) with a given communication range, which enables them to

communicate with other agents with the same device. Those agents are referred

to as gossip agents. Since the communication range is limited, the exchange of
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information using gossiping is done in one of two ways: (a) between gossip agents

passing one another, or (b) between gossip agents located at the same junction.

We assume that each agent stores the most recent information it has received or

gathered around the edges in the network.

A subset of the gossip agents are those agents that are self-interested and

manipulate the devices for their own benefit. We will refer to these agents as

self-interested agents. A detailed description of their behavior is given in Sections

4.4 and 4.5.

4.3.2 Simulation Design

Building on [Parshani (2004)], the network in our simulations replicates a central

part of a large city, and consists of 50 junctions and 150 roads, which are ap-

proximately the number of main streets in the city. Each simulation consists of

6 iterations. The basic time unit of the iteration is a step, which is equivalent to

about 30 seconds. Each iteration simulates six hours of movement. The average

number of cars passing through the network during the iteration is about 70,000

and the average number of cars in the network at a specific time unit is about

3,500 cars. In each iteration the same agents are used with the same origin and

destination points, whereas the data collected in earlier iterations is preserved

for future iterations (referred to as the history of the agent). This allows us to

simulate a somewhat daily routine in the transportation network (e.g., a working

week).

Each of the experiments that we describe below is run with 5 different traffic

scenarios. Each of these traffic scenarios differs from one another by the initial

load of the roads and the designated routes of the agents (cars) in the network.

Five simulations are run for each scenario, thereby creating a total of 25 simula-

tions for each experiment.

It has been shown by Parshani et al. [Parshani (2004); Parshani et al. (2006)]

that the information propagation in the network is very efficient when the per-

centage of gossiping agents is 10% or more. Yet, due to congestion caused by too

many cars rushing to what is reported as the less congested part of the network

20-30% of gossiping agents leads to the most efficient routing results in their
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experiments. Consequently, in our simulation, we focus only on simulations in

which the percentage of gossip agents is 20%.

The simulations were done with different percentages of self-interested agents.

To obtain statistical significance we ran each simulation with changes in the set

of gossip agents, and the set of self-interested agents.

In order to attain a similar ordinal scale, the results were normalized. The

normalized values were calculated by comparing each agent’s results to its results

when the same scenario was run with no self-interested agents. This was done

for all of the iterations. Using the normalized values enabled us to observe how

worse (or better) each agent would perform compared to the basic setting. For

example, if an average journey length of a certain agent in iteration 1 with no

self-interested agent was 50, and the length was 60 in the same scenario and

iteration in which self-interested agents were involved, then the normalized value

for that agent would be 60/50 = 1.2.

Further details of the simulations are presented in Sections 4.4 and 4.5.

4.4 Spreading Lies, Maximizing Utility

In the first set of experiments we investigated the benefits achieved by the self-

interested agents, whose aim was to minimize their own journey length. The

self-interested agents adopted a cheating approach, whereby they sent false data

to their peers.

In this section we first describe the simulations with the self-interested agents.

Then, we model the scenario as a game with two types of agents, and prove that

the equilibrium result can only be achieved when there is no efficient exchange of

gossiping information in the network.

4.4.1 Modeling the Self-Interested Agents’ Behavior

While the gossip agents gather data and send it to other agents, the self-interested

agents’ behavior is modeled as follows:

1. Calculate the shortest path from origin to destination.
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2. Communicate the following data to other agents:

(a) If the road is not in the agent’s route - send the true data about it

(e.g., data about roads it has received from other agents).

(b) For all roads in the agent’s route, which the agent has not yet traversed,

send a random high weight.

Basically, the self-interested agent acts in the same manner as the gossip agent.

It collects data regarding the weight of the roads (either by traversing the road

or by getting the data from other agents) and sends the data it has collected to

other agents. However, the self-interested agent acts differently when the road is

in its route. Since the agent’s goal is to reach its destination as fast as possible,

the agent will falsely report that all the roads in its route are heavily congested.

This is in order to free the path for itself, by making other agents recalculate their

paths, this time without including roads on the self-interested agent’s route. To

this end, for all the roads in its route, which the agent has not yet passed, the

agent generates a random weight, which is above the average weight of the roads

in the network. It then associates these new weights with the roads in its route

and sends them to the other agents.

Though an agent can also divert cars from its route by falsely reporting con-

gested roads parallel to its route as free, this behavior is not very likely since

other agents, attempting to use the roads, will find the mistake within a short

time and spread the true situation of the road. On the other hand, if an agent

manages to persuade other agents not to use a road, it will be harder for them

to detect that the said roads are not congested.

In addition, to avoid being influenced by its own lies and other lies spreading

in the network, all self-interested agents will ignore data received about roads

with heavy traffic (note that data about roads that are not congested will not be

ignored)1.

1In other simulations we have run, in which there were several real congestions in the
network, we indeed observed that even when the roads were jammed, the self-interested agents
were less affected if they ignored all reported heavy traffic, since consequently they also discarded
all disinformation roaming the network
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In the next subsection we describe the simulation results, involving the self-

interested agents.

4.4.2 Simulation Results

We ran several experiments in order to test the benefits of self-interested agents

cheating. In the first set of experiments, we created a scenario, in which a small

group of self-interested agents spread lies about the same route, and tested its

effect on the journey length of all the agents in the network. Thus, several

cars, which had the same origin and destination points, were designated as self-

interested agents. In this simulation, we selected only 6 agents to be part of the

self-interested agents group, in order to investigate the effect achieved by only a

small number of agents.

In this experiment, 6 different agents were randomly chosen in each simulation

to be part of the self-interested agents group, as described above. In addition, one

road, on the route of these agents, was randomly selected to be partially blocked,

letting only one car go through the road at each time step. About 8,000 agents

were randomly selected as regular gossip agents, and the other 32,000 agents were

designated as regular agents.

We analyzed the average journey length of the self-interested agents compared

to the average journey length of other regular gossip agents traveling along the

same route. Table 4.1 summarizes the normalized results for the self-interested

agents, the gossip agents (those having the same origin and destination points

as the self-interested agents, denoted Gossip - SR, and all other gossip agents,

denoted Gossip - Others) and the regular agents, as a function of the iteration

number.

The results presented in Table 4.1 reveal that the first time the self-interested

agents travel the route while spreading the false data about the roads does not

help them (using the paired t-test we show that the agents have significantly

lower journey lengths in the scenario in which they do not spread any lies, with

p < 0.01). This is mainly due to the fact that the lies do not bypass the self-

interested agent and reach other cars that are ahead of the self-interested car on
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Iteration Self-Interested Gossip - Gossip - Regular

Number Agents SR Others Agents

1 1.38 1.27 1.06 1.06

2 0.95 1.56 1.18 1.14

3 1.00 1.86 1.28 1.17

4 1.06 2.93 1.35 1.16

5 1.13 2.00 1.40 1.17

6 1.08 2.02 1.43 1.18

Table 4.1: Normalized journey length values by iteration of self-interested agents

with the same route.

the same route. Thus, spreading the lies in the first iteration does not help the

self-interested agent free the route he is about to travel during the first iteration.

Only when the self-interested agents repeat their journey in the next iteration

(iteration 2) the disinformation significantly helps them (p = 0.04). The reason

for this is that other gossip agents have received this data and have used it to

recalculate their shortest path, thus avoiding entrance onto the roads, which are

the subject of the disinformation. It is also interesting to note the large value

attained by the self-interested agents in the first iteration. This is mainly due

to several self-interested agents, who entered the jammed road. This situation

occurred since the self-interested agents ignored all heavy traffic data, and thus

ignored the fact that the road was jammed. As they started spreading lies about

this road, more cars shifted from this route, thus making the road free for future

iterations.

However, we also recall that the self-interested agents ignore all information

about heavy traffic roads. Thus, when the network becomes congested, more

self-interested cars are affected, since they might enter jammed roads, which they

would otherwise not have entered. This can be seen, for example, in iterations

4-6, in which the normalized value of the self-interested agents increases above

1.00. Using the paired t-test to compare these values with the values achieved by
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these agents when no lies are used, we reveal that there is no significant difference

between the two scenarios.

As opposed to the gossip agents, we observe how little effect the self-interested

agents have on the regular agents. In comparison to the gossip agents on the same

route that have traveled as much as 193% more, when self-interested agents are

introduced, the average journey length for the regular agents only increases by

about 15%. This result is even lower than the effect on other gossip agents in the

entire network.

Since we noticed that self-interested agents do not benefit by cheating in

the first iteration, we devised another set of experiments. In the second set of

experiments, the self-interested agents have an objective to help another agent,

that is supposed to enter the network some time after the self-interested agent

has entered. We refer to the latter agent as the beneficiary agent. Similar to a

self-interested agent, the beneficiary agent also ignores all data regarding heavy

traffic. In real-life this can be modeled, for example, by a husband, who would

like to help his wife find a faster route to her destination. Table 4.2 summarizes

the normalized values for the different agents. As in the first set of experiments,

5 simulations were run for each scenario, with a total of 25 simulations. In each

of these simulations one agent is randomly selected as a self-interested agent,

and then another agent, with the same origin as the self-interested agent, is

randomly selected as the beneficiary agent. The other 8,000 and 32,000 agents

are designated as regular gossip agents and regular agents, respectively.

We can see that the greater the number of iterations, the lower the normalized

value for the beneficiary agent. In this scenario, as in the previous one, in the

first iterations not only does the beneficiary agent not avoid the jammed roads,

since he ignores all heavy traffic, he also does not benefit from the lies spread

by the self-interested agent. This is due to the fact that the disinformation is

not yet incorporated by other gossip agents. Thus, if we compare the average

journey length in the first iteration when lies are spread and when there are no

lies, the average is significantly lower for the latter case (p < 0.03). On the other

hand, if we compare the average journey length in all of the iterations, there is

no significant difference between the two settings. Nonetheless, in most of the
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Iteration Beneficiary Gossip - Gossip - Regular

Number Agent SR Others Agents

1 1.10 1.05 0.94 1.11

2 1.09 1.14 0.99 1.14

3 1.04 1.19 1.02 1.14

4 1.03 1.26 1.03 1.14

5 1.05 1.32 1.05 1.12

6 0.92 1.40 1.06 1.11

Table 4.2: Normalized journey length values, with disinformation in favor of a

beneficiary agent.

iterations, the average journey length of the beneficiary agent is longer than in

the case when no lies are spread.

We can also see the impact on the other agents in the system. While the

gossip agents, which are not on the route of the beneficiary agent, are virtually

not affected by the self-interested agent, those on the route and the regular agents

are affected and have higher normalized values. That is, even with only one

self-interested car, we can see that both the gossip agents that begin the same

route (i.e. the same origin and destination points) as the self-interested agents

spreading the lies, and other regular agents, increase their journey length by more

than 14%.

In our third set of experiments we examined a setting whereby there is an

increasing number of agents, and the agents do not necessarily have the same

origin and destination points. To model this we randomly selected self-interested

agents, whose objective was to minimize their average journey length, assuming

the cars repeat their journeys (that is, more than one iteration was performed).

As opposed to the first set of experiments, in this set the self-interested agents

were selected randomly, and we did not enforce the constraint of having the same

origin and destination points.
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As in the previous sets of experiments we ran 5 different simulations per sce-

nario. In each simulation 11 runs were made, each run with a different number of

self-interested agents: 0 (no self-interested agents), 1, 2, 4, 8, and 16. Each agent

adopted the behavior modeled in Section 4.4.1. Figure 4.1 shows the normalized

value achieved by the self-interested agents as a function of their number. The

figure shows these values for iterations 2-6. The first iteration is not shown inten-

tionally, as we assume repeated journeys. Furthermore we provided explanations

for the finding in the previous set of experiments, i.e. that self-interested agents

do not gain much from their behavior in the first iteration.
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Figure 4.1: Self-interested agents normalized values as a function of the number

of self-interested agents.

Using these simulations we examined the possible threshold of the number

of randomly selected self-interested agents which will allow them to benefit from

their selfish behavior. We can see that up to 8 self-interested agents, the average

normalized value is below 1. That is, they benefit from their malicious behavior.

In the case of one self-interested agent a significant difference is revealed between

the average journey length of when misinformation is spread by the agent and

when no lies are spread (p < 0.001). However, when there are 2, 4, 8 and 16

self-interested agents there is no significance difference. Yet, as the number of

self-interested agents increases, the normalized value also increases. In such cases,

the normalized value is larger than 1, and the self-interested agents journey length
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becomes significantly higher than their journey length, in cases where there are

no self-interested agents in the system.

In the next subsection we analyze the scenario as a game and show that when

in equilibrium the exchange of gossiping between the agents becomes inefficient.

4.4.3 When Gossiping is Inefficient

We continued to model our scenario as a game, in order to find the equilibrium.

In our game there are two possible types of agents: (a) regular gossip agents, and

(b) self-interested agents. Each of these agents is a representative of its group,

and thus all agents in the same group have similar behavior.

We note that the advantage of using gossiping in transportation networks is

to allow the agents to detect anomalies in the network (e.g., traffic jams) and

to quickly adapt to them by recalculating their routes [Parshani et al. (2006)].

We also assume that the objective of the self-interested agents is to minimize

their own journey length, thus they spread lies on their routes, as described in

Section 4.4.1. We also assume that sophisticated methods for identifying the self-

interested agents or managing reputation are not used. This is mainly due to the

complexity of incorporating and maintaining such mechanisms, as well as due to

the dynamics of the network, in which interactions between different agents are

frequent; agents may leave the network, and data about the road might change

as time progresses (e.g., a road might be reported by a regular gossip agent as

free at a given time, yet it may currently be jammed due to heavy traffic on the

road).

Let Tavg be the average time it takes to traverse an edge in the transportation

network (that is, the average load of an edge). Let Tmax be the maximum time

it takes to traverse an edge. We will investigate the game, in which the self-

interested and the regular gossip agents can choose the following actions. The

self-interested agents can choose how much to lie, that is, they can choose to

spread how long (not necessarily the true duration) it takes to traverse certain

roads. Since the objective of the self-interested agents is to spread messages as

though some roads are jammed, the traversal time they report is obviously larger

than the average time. We denote the time the self-interested agents spread as
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Ts, such that Tavg ≤ Ts ≤ Tmax. Motivated by the results of the simulations we

have described above, we observed that the agents are less affected if they discard

the heavy traffic values. Thus, the regular gossip cars, attempting to mitigate

the effect of the liars, can choose a strategy to ignore abnormal congestion values

above a certain threshold, Tg. Obviously, Tavg ≤ Tg ≤ Tmax. In order to prevent

the gossip agents from detecting the lies and simply discarding those values, the

self-interested agents send lies within a given range, [Tavg, Tmax], with an inverse

geometric distribution, that is, the higher the T value, the higher its frequency.

Now we construct the utility functions for each type of agents, which are

defined by the values of Ts and Tg. If the self-interested agents spread traversal

times higher than or equal to the regular gossip cars’ threshold, they will not

benefit from their lies. Thus, the utility value of the self-interested agents in this

case is 0. On the other hand, if the self-interested agents spread misinformation

stating traversal time lower than the threshold, they will gain a positive utility

value. From the regular gossip agents point-of-view, if they accept messages from

the self-interested agents, then they incorporate the lies in their calculation, thus

they will lose utility points. On the other hand, if they discard the false values

the self-interested agents send, that is, they do not incorporate the lies, they will

gain utility values. Formally, we use us to denote the utility of the self-interested

agents and ug to denote the utility of the regular gossip agents. We also denote

the strategy profile in the game as {Ts, Tg}. The utility functions are defined as:

us =

{
0 if Ts ≥ Tg

Ts − Tavg + 1 if Ts < Tg

(4.1)

ug =

{
Tg − Tavg if Ts ≥ Tg

Ts − Tg if Ts < Tg

(4.2)

We are interested in finding the Nash equilibrium. Recall from [Osborne and

Rubinstein (1994), Chapter 2], that the Nash equilibrium is a strategy profile,

where no player has anything to gain by deviating from his strategy, given that

the other agent follows his strategy profile. Formally, let (S, u) denote the game,

where S is the set of strategy profiles and u is the set of utility functions. When

each agent i ∈ {regular gossip, self-interested} chooses a strategy Ti resulting in
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a strategy profile T = (Ts, Tg) then agent i obtains a utility of ui(T ). A strategy

profile T ∗ ∈ S is a Nash equilibrium if no deviation in the strategy by any single

agent is profitable, that is, if for all i, ui(T ∗) ≥ ui(Ti, T
∗
−i). In other words,

(Ts, Tg) is a Nash equilibrium if the self-interested agents have no other value T ′
s

such that us(T ′
s, Tg) > us(Ts, Tg), and similarly for the gossip agents.

We now present the following theorem.

Theorem 4.4.1 (Tavg, Tavg) is the only Nash equilibrium.

Proof. First we will show that (Tavg, Tavg) is a Nash equilibrium. Assume,

by contradiction, that the gossip agents choose another value Tg′ > Tavg. Thus,

ug(Tavg, Tg′) = Tavg − Tg′ < 0. On the other hand, ug(Tavg, Tavg) = 0. Thus,

the regular gossip agents have no incentive to deviate from this strategy. The

self-interested agents also have no incentive to deviate from this strategy. By

contradiction, again assume that the self-interested agents choose another value

Ts′ > Tavg. Thus, us(Ts′ , Tavg) = 0, while us(Tavg, Tavg) = 0.

We will now show that the above solution is unique. We will show that any

other tuple (Ts, Tg), such that Tavg < Tg ≤ Tmax and Tavg < Ts ≤ Tmax is not a

Nash equilibrium.

We have three cases. In the first Tavg < Tg < Ts ≤ Tmax. Thus, us(Ts, Tg) = 0

and ug(Ts, Tg) = Tg−Tavg. In this case, the regular gossip agents have an incentive

to deviate and choose another strategy Tg + 1, since by doing so they increase

their own utility: ug(Ts, Tg + 1) = Tg + 1− Tavg.

In the second case we have Tavg < Ts < Tg ≤ Tmax. Thus, ug(Ts, Tg) = Ts −
Tg < 0. Also, the regular gossip agents have an incentive to deviate and choose

another strategy Tg − 1, in which their utility value is higher: ug(Ts, Tg − 1) =

Ts − Tg + 1.

In the last case we have Tavg < Ts = Tg ≤ Tmax. Thus, us(Ts, Tg) = Ts− Tg =

0. In this case, the self-interested agents have an incentive to deviate and choose

another strategy Tg − 1, in which their utility value is higher: us(Tg − 1, Tg) =

Tg − 1− Tavg + 1 = Tg − Tavg > 0. ¥
The above theorem proves that the equilibrium point is reached only when

the self-interested agents send the time to traverse certain edges equal to the

average time, and on the other hand the regular gossip agents discard all data
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regarding roads that are associated with an average time or higher. Thus, for

this equilibrium point the exchange of gossiping information between agents is

inefficient, as the gossip agents are unable to detect any anomalies in the network.

In the next section we describe another scenario for the self-interested agents,

in which they are not concerned with their own utility, but rather interested in

maximizing the average journey length of other gossip agents.

4.5 Spreading Lies, Causing Chaos

Another possible behavior that can be adopted by self-interested agents is char-

acterized by their goal to cause disorder in the network. This can be achieved,

for example, by maximizing the average journey length of all agents, even at the

cost of maximizing their own journey length.

To understand the vulnerability of the gossip based transportation support

system, we ran 5 different simulations for each scenario. In each simulation

different agents were randomly chosen (using a uniform distribution) to act as

gossip agents, among them self-interested agents were chosen. Each self-interested

agent behaved in the same manner as described in Section 4.4.1.

Every simulation consisted of 11 runs with each run comprising different num-

bers of self-interested agents: 0 (no self-interested agents), 1, 2, 4, 8, 16, 32, 50, 64,

80 and 100. Also, in each run the number of self-interested agents was increased

incrementally. For example: the run with 50 self-interested agents consisted of all

the self-interested agents that were used in the run with 32 self-interested agents,

but with an additional 18 self-interested agents.

Tables 4.3 and 4.4 summarize the normalized journey length for the self-

interested agents, the regular gossip agents and the regular (non-gossip) agents.

Table 4.3 summarizes the data for the first iteration and Table 4.4 summarizes

the data for the average of all iterations. Figure 4.2 demonstrates the changes

in the normalized values for the regular gossip agents and the regular agents,

as a function of the iteration number. Similar to the results in our first set of

experiments, described in Section 4.4.2, we can see that randomly selected self-

interested agents that follow different randomly selected routes do not benefit
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Self-Interested Self-Interested Gossip Regular

Agents Number Agents Agents Agents

1 0.98 1.01 1.05

2 1.09 1.02 1.05

4 1.07 1.02 1.05

8 1.06 1.04 1.05

16 1.03 1.08 1.06

32 1.07 1.17 1.08

50 1.12 1.28 1.1

64 1.14 1.4 1.13

80 1.15 1.5 1.14

100 1.17 1.63 1.16

Table 4.3: Normalized journey length values for the first iteration.
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Self-Interested Self-Interested Gossip Regular

Agents Number Agents Agents Agents

1 0.98 1.02 1.06

2 1.0 1.04 1.07

4 1.0 1.08 1.07

8 1.01 1.33 1.11

16 1.02 1.89 1.17

32 1.06 2.46 1.25

50 1.13 2.24 1.29

64 1.21 2.2 1.32

80 1.21 2.13 1.27

100 1.26 2.11 1.27

Table 4.4: Normalized journey length values for all iterations.
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from their malicious behavior (that is, their average journey length does not de-

crease). However, when only one self-interested agent is involved, it does benefit

from the malicious behavior, even in the first iteration. The results also indi-

cate that the regular gossip agents are more sensitive to malicious behavior than

regular agents - the average journey length for the gossip agents increases sig-

nificantly (e.g., with 32 self-interested agents the average journey length for the

gossip agents was 146% higher than in the setting with no self-interested agents

at all, as opposed to an increase of only 25% for the regular agents). In contrast,

these results also indicate that the self-interested agents do not succeed in causing

a significant load in the network by their malicious behavior.
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Figure 4.2: Gossip and regular agents normalized values, as a function of the

iteration.

Since the goal of the self-interested agents in this case is to cause disorder in

the network rather than use the lies for their own benefits, the question arises

as to why would the behavior of the self-interested agents be to send lies about

their routes only. Furthermore, we hypothesize that if they all send lies about

the same major roads the damage they might inflict on the entire network would

be larger than had each of them sent lies about its own route. To examine this

hypothesis, we designed another set of experiments. In this set of experiments,
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all the self-interested agents spread lies about the same 13 main roads in the

network. However, the results show quite a smaller impact on other gossip and

regular agents in the network. The average normalized value for the gossip agents

in these simulations was only about 1.07, as opposed to 1.7 in the original scenario.

When analyzing the results we revealed that although the false data was spread,

it did not cause other gossip cars to change their route. The main reason was

that the lies were spread on roads that were not on the route of the self-interested

agents. Thus, it took the data longer to reach agents on the main roads, and when

the agents reached the relevant roads this data was ”too old” to be incorporated

in the other agents calculations.

We also examined the impact of sending lies in order to cause chaos when there

are already congestions in the network. To this end, we simulated a network in

which 13 main roads are jammed. The behavior of the self-interested agents

is as described in Section 4.4.1, and the self-interested agents spread lies about

their own route. The simulation results, detailed in Table 4.5, show that there

is a greater incentive for the self-interested agents to cheat when the network

is already congested, as their cheating causes more damage to the other agents

in the network. For example, whereas the average journey length of the regular

agents increased only by about 15% in the original scenario with an uncongested

network, in this scenario the average journey length of the agents increased by

about 60%.

4.6 Mechanisms for Overcoming Malicious Agents

in Vehicular Networks

In the previous section we demonstrated the effects of the malicious agents on

other agents, mostly gossip agents, in the network. Therefore we proceeded to

implement two mechanisms to show how they can significantly reduce the influ-

ence of the malicious or self-interested agents in the network. Unlike mechanisms

of distributed reputation, our proposed mechanisms are not costly nor time con-

suming. The first mechanism we propose is mainly incorporated in the agents

themselves: a history of the roads is maintained and used to update the belief
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Self-Interested Self-Interested Gossip Regular

Agents Number Agents Agents Agents

1 1.04 1.02 1.22

2 1.06 1.04 1.22

4 1.04 1.06 1.23

8 1.07 1.15 1.26

16 1.09 1.55 1.39

32 1.12 2.25 1.56

50 1.24 2.25 1.60

64 1.28 2.47 1.63

80 1.50 2.41 1.64

100 1.69 2.61 1.75

Table 4.5: Normalized journey length values for all iterations. Network with

congestions.
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regarding each road. The second mechanism is implemented in the network with

the introduction of trusted agents in the network. For example, ambulance or

police cars (agents) are flagged and their data is always assumed to be true. Thus,

each agent can use this data as a reference to evaluate the data on each road. We

elaborate on these mechanisms below.

When implementing mechanisms to overcome the effects of malicious agents,

we should take into consideration the special dynamics and characteristics of

transportation networks. Since the communication range is limited and the data

is dynamic, a complex mechanism would turn out to be costly, as well as, ineffi-

cient. Even if we attempt to incorporate only a simple mechanism of distributed

reputation, the question arises as to whether at a given interaction data about the

reputation should be transferred in order to allow detection of malicious agents,

or whether data about the roads should be transferred to allow each agent locally

update its belief about the congestion of each road.

To this end, we began by implementing two mechanisms and using these

simulations we show their efficacy in significantly decreasing the effects of the

malicious agents on the other agents in the system. For both mechanisms we

characterize the data about a given road as having a true value (e.g., an agent

gathering data about a road as it traverses it will characterize this data as being

true for his local evaluations) or as having an unknown value (e.g., data received

from other agents, even if it is characterized as true in their local evaluations).

4.6.1 Maintaining History

In this mechanism a history is maintained for each road. Each agent maintains

an array of values per road (history) and uses these values to update its belief

regarding the road load. We continue with a description of how the history is

updated and how a belief about the road load is updated.

4.6.1.1 Mechanism Description

When receiving new data the agent can distinguish between two cases. The first

case is when the history is not yet full. In this case, the data is simply added to

the history array of the given road. In the second case the history is already full
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and the agent needs to decide whether the new received data should override any

existing data. Basically, the agent gives a higher priority to data known to be

true over other data. A major difference between this algorithm and our initial

version, described in Section 4.3, is that the agent distinguishes between data

items it collects itself while traversing the road and data items received by other

agents. As data the agent collects are characterized as having a true value, while

other data does not, its own data receive a higher priority, even if newer data

about the same roads is received. This allows the agents to be more selective

when updating their history. Specifically, the agent needs to distinguish between

two possibilities. Let trecv be the time of the received data. Then:

1. (a) If trecv is (i) newer than any data in the history or (ii) it is older, but

within a given time threshold from the oldest data in the history, and (b)

the given data in the history is not characterized as having a true value,

then this data is overridden with the new data. Otherwise,

2. (a) If trecv is newer than any data in the history, and (b) (i) the new data

is characterized as having a true value or (ii) the data in the history is

characterized as having an unknown value, then this data is overridden

with the new data.

Another important decision when using the history mechanism is which of

the data in the history should be used - both for gossiping purposes and for local

calculations. If any of the data of the history is characterized as having a true

value, then this data is used (if there are several items in the history of the road

having a true value then the most recent one is chosen). If all the data in the

history is characterized as having an unknown value then an average of the road’s

load is calculated. Then, the data item which is closest to the average load is

chosen as the believed data about the road.

Note also that the history is maintained per road and that there cannot be

more than one data item per road’s history that was generated from the same

agent. This is in order to protect against malicious agents that are aware of the

fact that the gossip agents maintain a history and try to manipulate it to their

advantage by bombarding them with misinformation regarding the same road.
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4.6.1.2 When Maintaining History is Inefficient

In Section 4.4.3 we proved that there is an equilibrium in which gossiping is in-

efficient when no countermeasures are implemented against the malicious agents.

Through our experiments we extend this result and also prove that gossiping is

inefficient when maintaining a history. To do so, we model our scenario as a game

in order to find the equilibrium. Two possible types of agents participate in the

game: regular gossip agents and malicious agents. Each of these agents is a repre-

sentative of its group, and thus all agents in the same group have similar behavior.

The gossip agents can choose the size of the history which they maintain, while

the malicious agents can choose the size of the coalition that they form in order

to try and manipulate the entire history so it will consist of only false data. If

the coalition size is larger than the history maintained by the gossip agents, then

the malicious agents can gain control over the history. In this case, the malicious

agents gain utility, while the gossip agents lose. However, the larger the coalition’s

size, the larger the overhead and coordination required by the malicious agent.

Thus, the higher the coalition size, the lower the utility value they gain. Similar

considerations apply to the gossip agents. If the history size is larger than the

coalition’s size, then the gossip agents can use the history to minimize the effects

of malicious agents and they gain a higher utility value. On the other hand, the

larger the history size, the more computation required by the agents and thus

they gain lower utility values. Given these considerations, we can generate the

following payoff matrix:




1 2 ... n− 1 n

1 (n− 1, n− 1) (−1, n) ... (−1, 3) (−1, 2)

2 (n,−1) (n− 2, n− 2) ... (−2, 3) (−2, 2)

3 (n− 1,−1) (n− 1,−2) ... (−3, 3) (−3, 2)

.
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n− 1 (3,−1) (3,−2) ... (1, 1) (−(n− 1), 2)

n (2,−1) (2,−2) ... (2,−(n− 1)) (0, 0)




It is easy to see that there exists a Nash equilibrium in which both the history

size and the coalition’s size is of size n. Following our results in Section 4.4.3, in

this situation, gossiping is inefficient.

4.6.2 Trusted Agents

In the second mechanism we implemented, we assume that a subset of the gos-

sip agents that roam the network can be characterized as trusted agents. This
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can be modeled, for example, by ambulance or police cars, which are known to

be trustworthy and have no incentive to spread misinformation. Data which is

received from trusted agents is always presumed to have a true value and thus

receive a higher priority when updating the data about the road. The updating

of the history (whether there is no history, i.e., the history size is 1, or the history

size is larger than 1) and the generation of the belief about the roads is similar

to the algorithms described above. The next subsection describes our simulation

results using both mechanisms.

4.6.3 Simulation Results

We ran two sets of experiments. In each we implemented our mechanisms for

decreasing the effect caused by the malicious agents. In both experiments the

history size was set to 3. In one set no trusted agents were present, while in

the other 1% of the gossip agents (that is approximately 80 agents) were trusted

agents. We investigated the case in which only 1% of the gossip agents are

trusted, as we believe that in real settings there would not be a higher proportion

of trusted agents in the network.

In the first set of experiments, we created a scenario, in which a small group

of self-interested agents spread lies on the same route, and tested its effect on the

journey length of all the agents in the network, while implementing our mecha-

nisms in order to overcome their effect. Thus, several cars, which had the same

origin and destination points, were designated as self-interested agents. In this

simulation, we selected only 6 agents to be part of the group of self-interested

agents, in an attempt to investigate the effect achieved by only a small number

of agents.

In each simulation in this experiment, 6 different agents were randomly chosen

to be part of the group of self-interested agents, as described above. In addition,

one road, on the route of these agents, was randomly selected to be partially

blocked letting only one car go through at each time step. About 8,000 agents

were randomly selected as regular gossip agents, and the other 32,000 agents were

designated as regular agents. When implementing the trusted agents mechanism,
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Iteration Self-Interested Gossip - Gossip - Regular

Number Agents SR Others Agents

1 1.38 1.27 1.06 1.06

2 0.95 1.56 1.18 1.14

3 1.00 1.86 1.28 1.17

4 1.06 2.93 1.35 1.16

5 1.13 2.00 1.40 1.17

6 1.08 2.02 1.43 1.18

Table 4.6: Normalized journey length values, self-interested agents with the same

route, no mechanism.

a random number of 80 agents of the 8,000 gossip agents were randomly selected

to act as trusted agents.

We analyzed the average journey length of the self-interested agents as op-

posed to the average journey length of other regular gossip agents traveling along

the same route. Tables 4.6, 4.7 and 4.8 summarize the normalized results for the

self-interested agents, the gossip agents and the regular agents, as a function of

the iteration number. Table 4.6 lists the results when neither of the two mech-

anisms to overcome the effects of malicious agents were implemented, Table 4.7

lists the results when the history size was 3 and no trusted agents were present,

while Table 4.8 lists the results when trusted agents were present, as well.

The results clearly show the benefit of implementing the history mechanism.

For example, in the last iteration, when neither mechanisms were implemented,

the gossip agents with the same original route as the malicious agents, doubled

their journey length (normalized value of 2.02), while when the history mecha-

nism was implemented the effect on the gossip agents decreased significantly to

a normalized value of just 1.03 in the last iteration. These results reveal that

maintaining a history helps minimize the effects of the malicious agents. This

can be attributed to two main reasons. The first is that true data is given pri-

ority. Thus, even if several malicious agents spread data on the same road, the
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Iteration Self-Interested Gossip - Gossip - Regular

Number Agents SR Others Agents

1 1.02 1.10 1.03 1.06

2 1.02 1.04 1.01 1.10

3 1.09 1.07 1.04 1.12

4 1.07 1.02 1.01 1.09

5 0.99 1.02 1.02 1.07

6 1.05 1.03 1.02 1.06

Table 4.7: Normalized journey length values, self-interested agents with the same

route, history only.

Iteration Self-Interested Gossip - Gossip - Regular

Number Agents SR Others Agents

1 1.10 1.07 1.03 1.05

2 1.03 1.04 1.01 1.10

3 1.04 1.04 1.04 1.12

4 0.93 0.97 1.00 1.10

5 1.01 1.01 1.01 1.08

6 1.01 1.02 1.01 1.07

Table 4.8: Normalized journey length values, self-interested agents with the same

route, history and trusted agents.
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false data cannot override true data which exists about the road. The second

reason is the fact that an agent can only attribute one instance to the history of

a given road. Thus, a malicious agent cannot aggregate data and fill the history

of a given road with its own misinformation.

Adding the trusted agents mechanism together with the history mechanism

does not help the gossip agents to better decrease their journey length, which

has already significantly decreased due to the use of the history mechanism. To

clarify this, we also ran experiments in which the history was set to 1 and no

trusted agents existed. In these experiments the results also revealed that our

new update mechanism of the history enables a significant decrease in the effects

caused by the malicious agent, and thus the benefit of the trusted agents in the

system is minimized.

In the second set of experiments we tested the effect of our mechanisms when

the malicious agents aim to cause disorder in the network. This can be achieved,

for example, by maximizing the average journey length of all agents, even at the

cost of maximizing their own journey length. We ran 2 sets of simulations: in

the first set 32 malicious agents were present and in the second set 100 malicious

agents were present. The malicious agents spread lies about the same 13 main

roads in the network. Table 4.9 summarizes the average results of all size iter-

ations when no mechanism is used, while Tables 4.10 and 4.11 summarize the

average results of all six iterations for a history of size 1 (H = 1) and a history

of size 3 (H = 3).

Malicious Agents Number Malicious Agents Gossip Agents Regular Agents

32 1.06 2.46 1.25

100 1.26 2.11 1.27

Table 4.9: Normalized journey length values for all iterations, no mechanism.

Again, in this experiment as well, we can see the significant decrease in the

journey length for the gossip agents due to the incorporation of the history mech-

anism. We can also see that the addition of a trusted agents mechanism when
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Networks

History Malicious Agents Malicious Agents Gossip Agents Regular Agents

Number

H = 1 32 1.01 1.03 1.05

H = 3 1.00 1.01 1.06

H = 1 100 1.01 1.04 1.05

H = 3 1.00 1.01 1.06

Table 4.10: Normalized journey length values for all iterations, history only.

History Malicious Agents Malicious Agents Gossip Agents Regular Agents

Number

H = 1 32 1.00 1.04 1.05

H = 3 1.00 1.00 1.05

H = 1 100 1.02 1.04 1.05

H = 3 1.00 1.01 1.06

Table 4.11: Normalized journey length values for all iterations, history and

trusted agents.
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the history mechanism is already implemented, has no significant effect on the

results.

4.7 Coalitions of Malicious Agents

In the previous section we demonstrated how the history mechanism allows the

gossip agents to minimize the effect of the malicious agents. The question arises as

to what will happen if the malicious agents are aware of the protection method

implemented by the gossip agents. Can the malicious agents manipulate this

mechanism to their own benefit?

In Section 4.6.1.2 we have shown that the gossiping is inefficient under some

assumptions of maintaining a history and a coalition formation by the malicious

agents. In this section we examine whether coalition formation by the malicious

agent can also assist the malicious agents in increasing their effects on the gossip

agents in the network, while the gossip agents maintain a history mechanism.

The main goal is to check whether the malicious agents can form coalitions that

will enable them to take control over the different roads upon which they spread

false data, and thus make the gossip agents believe that the actual road load is

the false one.

To test this we ran two sets of experiments. In each experiment, the gossip

agents used the history mechanism as a mechanism to decrease the effect caused

by the malicious agents. In addition, two runs were made in each experiment.

The first consisted of 32 malicious agents being present in the network and the

second consisted of 100 malicious agents. The malicious agents were randomly

selected and followed the same strategy: spreading lies about the same 13 main

roads in the network. We defined a coalition of K cars to be a set of K agents that

have the same route (same source and destination nodes) and enter the network

at approximately the same time. For example, if the coalition size is set to 4 and

the network consists of 100 malicious agents, then they form 25 different coalition

groups.

In the first set of experiments, the malicious agents were grouped into coali-

tions of size 2 and we conducted two simulations. In the first, the history size of

the gossip agents was set to 1, while in the second simulation it was set to 3. This
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allowed us to examine the effect of a coalition of size 2, both when the history size

is smaller than the coalition size and when it is larger than the coalition size. In

the second set of experiments the malicious agents were grouped into coalitions

of size 4 and we had a single simulation in which the history size was set to 3.

Tables 4.12 and 4.13 summarize the average results of all six iterations of the first

experiment, while Table 4.14 summarizes the results of the second experiment.

Since the goal of the malicious agents is to cause chaos in the network and not

minimize their own journey length, we omit the results concerning the malicious

agents themselves. The results of the previous experiments in which no coalitions

were formed are presented in Table 4.10.

Malicious Agents Number Gossip Agents Regular Agents

32 1.03 1.05

100 1.04 1.05

Table 4.12: Normalized journey length values for all iterations, with a history of

size 1, and a coalition of size 2.

Malicious Agents Number Gossip Agents Regular Agents

32 1.00 1.06

100 1.02 1.06

Table 4.13: Normalized journey length values for all iterations, with a history of

size 3, and a coalition of size 2.

The results show that the coalition formation did not help the malicious agents

achieve their goal to cause disorder in the network. One reason for this could

be the way the coalition was formed and the way the history is updated. The

coalition is formed by grouping malicious agents on the same route that traverse

at about the same time. However, the malicious agents themselves, do not spread

false data about the roads they traverse, but rather about 13 main junctions in
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Malicious Agents Number Gossip Agents Regular Agents

32 1.02 1.06

100 1.01 1.06

Table 4.14: Normalized journey length values for all iterations, history of size 3,

coalition of size 4.

the network. We hypothesized that by going the same route the coalition will be

able to take control over the history of other gossip agents on that route. Yet,

it seems that the way in which the history is updated gives no advantage to the

coalition groups. While the malicious agents in the coalition can gain monetary

control over the history, if the gossip agents receive new data regarding the same

roads, it will override the false data. The chances of agents, on the route of the

13 main junctions in the network, receiving other data about these roads is quite

high, as it takes time until the malicious data is propagated to them, and in

addition, when it is propagated only one instance of the data is communicated,

and not the whole history. Simulating coalitions that spread false data regarding

their own route, is similar to the results presented in Section 4.4.2, in which 6

self-interested agents spread lies regarding their own route. Table 4.1 summarizes

the results, which indeed reveal how the self-interested agents can benefit from

the lies, while causing harm to other gossip agents in the network, mainly the

gossip agents on the same route as the self-interested agents.

4.8 Discussion and Conclusions

In this chapter we investigated the benefits achieved by self-interested agents in

vehicular networks and whether mechanisms can help gossip agents overcome ma-

licious agents in transportation networks. Using simulations we investigated two

behaviors that might be taken by self-interested agents: (a) trying to minimize

their journey length, and (b) trying to cause chaos in the network. Our simula-

tions indicate that in reference to both behaviors the self-interested agents have

only limited success achieving their goal, even if no counter-measures are taken.
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This is in contrast to the greater impact inflicted by self-interested agents in other

domains (e.g., E-Commerce). Several reasons for this are the special character-

istics of vehicular networks and their dynamic nature. While the self-interested

agents spread lies, they cannot choose with which agents they will interact. Also,

by the time their lies reach other agents, they might become irrelevant, as more

recent data has reached the same agents.

The importance of implementing mechanisms to overcome malicious agents

cannot be overrated as we have seen the effect of malicious agents on other agents

in the network when no countermeasures are implemented. However, it is also

important that these mechanisms not incur too much cost and nor should they be

time consuming, due to the dynamic nature of the transportation network and in

light of the fact that the interaction is range and bandwidth limited. Furthermore

the fact that agents cannot choose with which agents they will interact might

effect the efficacy of these mechanisms.

Our simulations indicate that for both behaviors implemented by the mali-

cious agents in the experiments, our mechanisms enabled gossip agents to signif-

icantly overcome the effects of malicious agents. In addition, we show that even

a history mechanism can suffice for overcoming the effects of malicious agents.

We also demonstrate that malicious agents can not take advantage of the history

mechanism simply by grouping into coalitions.

4.9 Future Work

Motivated by the simulation results, future research in this field will focus on

modeling different behaviors of self-interested agents, which might cause more

damage to networks. Another research direction would be to focus on the benefits

of distributed reputation mechanisms in this model, as well as the use of this type

of mechanism to penalize malicious agents.
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Chapter 5

Final Remarks

In this study we shown how AI and research in multi-agent systems (MAS) can be

successfully implemented in a variety of applications. In essence, three different

domains and models were used to demonstrate the spread and versatility of MAS

research in every day activities. In each of these domains, an automated agent

model was suggested and was experimentally tested to show its effectiveness in

tackling the problems at hand.

The main contribution of our research is that we aspire to model the environ-

ments as close to reality as possible. Thus, our automated agents can be used in

real situations and assist humans in their activities or modeling. Furthermore we

attempt to implement the most generic environment as possible.

In the settings of the bilateral negotiation domain we modeled incomplete

information regarding the exact preferences of the opponent and we shifted from

the traditional methods of quantitative decision theory in order to provide an

efficient solution for the bounded rationality of the opponent. We then developed

a generic negotiation environment which is adaptable such that any scenario and

utility functions, expressed as a single issue or multi-issue attributes, can be used,

with no additional changes in the configuration of the interface of the simulations

or the automated agents. The automated agents can play either role in the nego-

tiation, while the human counterpart accesses the negotiation interface via a web

address. In the second domain, negotiation in cellular networks, we built a real-

istic reconstruction of a cellular network currently deployed in a large European

country. We created a simulation environment which integrates intelligent agents,
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and thereby provide one of the first integrated simulation environments for cel-

lular networks with an agent-oriented paradigm. Finally, in our third domain,

gossiping in transportation networks, we built a simulation environment which

models the transportation network in a central part of a large real city. Similar

to the cellular network, intelligent agents were integrated in the environment for

our simulations, enabling further test-bedding of other aspects which emerge on

a daily basis as a result of the advancement of vehicle-to-vehicle technology.

Alongside the in-depth design of the automated agents in each model, we

focus on their applicability and discuss implementation-related issues. This is

achieved via implementation considerations as well as the environment design

which facilitates the experimentation with humans or real-data simulations. In

this manner we provide mechanisms and automated agents that can be further

used as test-beds for other numerous applications and simulations.

As mentioned, we experimented in three distinct domains: (a) bilateral negoti-

ation, (b) negotiation in cellular networks, and (c) gossiping in vehicular networks.

While each domain has its own characteristics, the common ground of the domains

is that they represent complex environments. All of these environments encom-

pass incomplete information. In the bilateral negotiation domain, the incomplete

information is expressed as an uncertainty regarding the exact preferences of the

opponent. In the cellular negotiation domain each agent is only aware of its local

environment. Finally, in the vehicular networks domain, the gossip agents are

oblivious to the fact of whether the other agents are self-interested or not. For

each of these domains we propose a method to efficiently deal with incomplete

information and propose mechanisms that can be implemented. In this respect,

our research motivates additional research in these environments.

Finally, certain aspects of our research also deal with the modeling of humans

and cognitive considerations. While we have not delved into these issues, our

results can provide some insight in this regard. We believe this would be an

interesting and beneficial direction for further research.
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Appendix A

Detailed Proofs and Examples

for Chapter 2

A.1 GPNeg: General Purpose Negotiation Train-

ing Tool

Negotiation processes are becoming more and more common, yet in many situ-

ations they are conducted by ordinary people who have had no formal training.

Moreover, the increasing diverse settings in which negotiations occur means that

the outcomes of the negotiation process can have unforeseen implications for the

negotiators. Despite this, there are few generic automated tools that can offer

people an efficient training experience. In addition, the issue of cross cultural ne-

gotiation has become increasingly important, and a training tool that addresses

this aspect can make the difference between a successful or unsuccessful negotia-

tion.

In this section we describe in detail a general purpose negotiation training

tool which we have developed - GPNeg. The development of GPNeg stems

from the lack of any existing training tool. While there are tools in the market

for negotiation training, as we described in Section 2.2, these tools offer limited
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A.1 GPNeg: General Purpose Negotiation Training Tool

services and lack the rich data required for robust training. GPNeg is an auto-

mated negotiation environment. Note that we do not intend it to replace humans

in negotiations. GPNeg is intended to be used as an efficient decision support

tool or as a training tool for negotiations with people. Thus, it can be used to

support training in real daily life negotiations, such as e-commerce, and it can

also be used as the main tool in both conventional lectures and online courses,

aimed at making the trainee a better negotiator.

Most negotiation tools today are domain-dependent and focus on a single

issue negotiation (e.g., price). These tools do not provide an efficient training

and learning experience for the trainee. Instead of providing the trainee with a

wide range of test cases, they constrain him to a predefined scenario, which is

only a fragment of the variety of scenarios he might encounter in the real world.

In addition, our automated environment embodies an automated agent that

plays against the trainee. This allows the trainee to use it anytime to test his/her

capabilities and improvement. In contrast to existing automated agents, our

automated agent does not assume that every side has complete information about

the negotiation settings and preferences of the rival, or the rationality of both

sides. Since most negotiations are done in situations where there is incomplete

information about some settings of the negotiations (e.g., uncertainty regarding

the preferences of the opponent), and since research has shown [Kraus et al.

(2007)] that humans usually do not fall into the category of rational decision

makers, other tools fail to provide a realistic training environment.

GPNeg provides a generic environment for test-bedding different negotiation

scenarios. Thus, it provides a domain-independent capability which can be used

with almost every domain. In addition, it allows for either human-human nego-

tiations or human-computer negotiations. This makes the tool available for use

both in academia and by training companies as a main tool for training people

to negotiate more effectively.

A.1.1 GPNeg Overview

The GPNeg tool provides a simulation environment which is adaptable such

that any scenario and utility functions, expressed as a single issue or multi-issue
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attributes, can be used, with no additional changes in the configuration of the

interface of the simulations or the automated agents. The automated agents can

play either role in the negotiation, while the human counterpart accesses the ne-

gotiation interface via a web address. Note that there is also an option to load

a scenario without attaching a utility to each issue, and thus add uncertainty to

the negotiation process. The negotiation itself is conducted using a semi-formal

language. Each player constructs an offer by choosing the different values consti-

tuting the offer. Then, the offer can be sent in plain English to the counterpart.

In addition, the tool allows the participants to reach either a partial or a full

agreement. To enrich the negotiation, in addition to sending proposals to the

opponent which upon acceptance are taken as commitments, the players can also

send queries and promises. The difference between queries or promises and of-

fers is that they are not binding, and even if accepted, both sides can back out.

However, for all of these message types, a message can be sent regarding all the

attributes of the negotiation or only some of them.

Table A.1 lists the different adjustable parameters of the simulation environ-

ment. These parameters are set prior to loading the simulation, and are described

below.

The scenario is inserted by defining the different issues and their attributes

for the negotiation. For each issue and attribute an optional description can be

given. The utility itself (an outcome or value attached for each attribute) is not

mandatory. If no utility is given than uncertainty will rule the negotiations. If a

utility is inserted, then the tool allows the designer to add uncertainty regarding

the exact preferences of each agent. This is done by adding different agent types

to the system. That is, different utilities can be loaded and attributed to different

agent type (e.g., an agent with a long-term orientation vs. an agent with a short-

term orientation). The player can then be matched with one of these types.

Another parameter is the number of turns in the negotiation. The simulation

tool allows each player to perform any number of interactions with the opponent

player at any given time period (as opposed to the model of alternating offers

[Osborne and Rubinstein (1994), p. 118-121]). The number of turns for the

negotiation can be set along with the length of each turn. The time effect is an

optional parameter that assigns a time cost which influences the utility of each
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Parameter Optional (O) or Mandatory (M)

Scenario M

Utility and agent types O

Number of turns M

Turn Length M

Time effect O

Opt-out value O

Status-quo O

Comments list O

Threats list O

Opponent type M

Instruction O

Table A.1: Adjustable parameters in the negotiation environment.
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player as time passes (there can be different time costs for each player). The

time effect can be either negative or positive. If no agreement is reached by the

end of the final turn then a status quo agreement is implemented resulting in a

status quo value for each player. Another option shipped with the tool is the

option for each player to quit the negotiation at any given time if he/she decides

that the negotiation is not proceeding in a favorable way. This results in the

implementation of an opt-out outcome. To enable a rich interaction between the

players there is also the option to send comments or threats to the other side

throughout the negotiations. The possible values for the comments or threats

can be loaded into the simulation environment as well. Finally, the simulation is

loaded after setting the opponent type. This can be either two human players or

a human player playing against one of the two automated agents shipped with

the tool. The automated agents are described in the following section.

During each phase of negotiations, the instructions and the attributes of the

negotiations are accessible to the players. The players are also aware of the

current turn and the time left until the end of the turn and until the negotiations

terminate. The history of past interactions is also easily accessible.

Examples of the main screen, the offer generation and the receiving offer

screens are given in Figures A.1, A.2 and A.3, respectively. When receiving an

offer the player can choose whether to accept or reject it, or make a counter-offer.

When rejecting an offer, a free text can be sent by the player to the opponent

explaining the reason for the rejection.

If a utility is attached to each outcome, then the tool allows the player to use

an ’outcome calculator’. This calculator enables the player to simulate different

outcomes and to check their own and their opponent’s values. This can be done

for each of the agent types that were defined.

A.2 Theoretical Proofs

To prove Theorem 2.4.1 we will prove the following claims. Combining those

proofs depicts the correctness of our theorem. In the following analysis, the

terms a and b are used synonymously as the types of agents a and b, respectively.
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Figure A.1: Main negotiation screen.

In the analysis we will refer to the automated agent as the agent of type a and its

opponent as the agent of type b. We also assume that there is a unique negotiation

solution. Recall also that in our model, the disagreement point d is equivalent to

opting out.

Claim A.2.1 QO always generates an agreement which is not worse than the

disagreement point1, ~d, for both agents.

Proof Since ~d is the worst outcome for both agents, then:

∀~x ∈ O rankj(~x) ≥ rankj(~d) (A.1)

1If the disagreement point is unique, then QO always generates an agreement which has a

higher utility value than the disagreement point.
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Figure A.2: Generating offers screen.

Assume, by contradiction, that QO generated ~d as the offer. Following the

QO function (Equation 2.3), we obtain:

~d = arg min{αd, βd} (A.2)

where αd = ranka(~d) · lua(~d)

and βd = [lua(~d) + lub(~d)] · rankb(~d)

Also assume that there is another agreement ~x ∈ O, ~x 6= ~d such that:

αx = ranka(~x) · lua(~x) (A.3)

βx = [lua(~x) + lub(~x)] · rankb(~x)
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Figure A.3: Receiving offers screen.

Thus, we can distinguish between two options. In the first, αd < βd. In this

case, following our assumption, αd must now be selected as the maximum of all

the minima. Now, if the agreement ~x satisfies αx < βx, then αx will be chosen

as the minima and must be compared to αd when choosing the maximum. Since
~d is the worst outcome, and following Equation A.1, αx > αd, which contradicts

our assumption that ~d was chosen by QO. Thus, we find that αx > βx. In this

case, βx is compared to αd. Following Equation A.1 and Property 2.2.1 we obtain

for every ~x 6= ~d also luj(~x) ≥ luj(~d). Thus, βx > αd, which means that ~d cannot

have been chosen by QO.

In the second option we have αd > βd. Following similar considerations as

the ones stated in the first case we also obtain that βd cannot be chosen as the

maximum, and thus ~d cannot have been chosen by QO. ¥

Claim A.2.2 QO satisfies symmetry (Property 2.4.1).
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Proof Let B = 〈(ua(·), ub(·)), ~d〉 be a symmetric negotiation problem with a

symmetric function φ. Let ~x∗ be the negotiation solution generated by QO. We

need to show that φ(~x∗) is also a negotiation solution, i.e.,

(ua(φ(~x∗)), ub(φ(~x∗))) = (ua(~x
∗), ub(~x

∗)). From the definition of the bargaining

problem and Claim A.2.1 we know that

ua(~x
∗) ≥ ua(~d) (A.4)

ub(~x
∗) ≥ ub(~d) (A.5)

Since φ is a symmetric function we find that (Definition 2.4.1)

ua(φ(~x∗)) ≥ ua(φ(~d)) = ua(~d) (A.6)

ub(φ(~x∗)) ≥ ub(φ(~d)) = ub(~d) (A.7)

Assume, by contradiction, that φ(~x∗) is not a negotiation solution. Then,

there is ~y ∈ O such that

ua(~y) ≥ ua(φ(~x∗)) (A.8)

ub(~y) ≥ ub(φ(~x∗)) (A.9)

But since φ is a symmetric function we attain

ua(φ(~y)) ≥ ua(φ ◦ φ(~x∗)) = ua(~x
∗) (A.10)

ub(φ(~y)) ≥ ub(φ ◦ φ(~x∗)) = ub(~x
∗)

From Equation A.10 we reveal that there is another solution, φ(~y), in the

original negotiation problem which is not worse than ~x∗, which is the negotiation

solution QO generated. However, this contradicts the fact that ~x∗ is the unique

negotiation solution in the original problem. ¥

Claim A.2.3 QO satisfies efficiency (Property 2.4.2).

Proof We will this prove by contradiction. Let ~x∗ be the solution. That is:

~x∗ = arg min{αx, βx} (A.11)

where αx = ranka(~x
∗) · lua(~x

∗)

and βx = [lua(~x
∗) + lub(~x

∗)] · rankb(~x
∗)

137



A.2 Theoretical Proofs

Assume that ~x∗ is not efficient, that is, there is ~y ∈ O such that ua(~y) > ua(~x
∗)

and ub(~y) > ub(~x
∗). For ~y to be chosen by QO:

~y = arg min{αy, βy} (A.12)

where αy = ranka(~y) · lua(~y)

and βy = [lua(~y) + lub(~y)] · rankb(~y)

QO generates a set of minima from which it selects the maximum as ~x∗. We

will distinguish between four possible selections:

1. αx < βx.

Here there are two possible options:

(a) αy < βy.

Since QO selected agreement ~x∗ we know that αx > αy. However,

this contradicts the assumption that ua(~y) > ua(~x
∗) (since ranka(~y) >

ranka(~x
∗) and lua(~y) > lua(~x

∗)).

(b) αy > βy.

That is, βy is chosen as the minimum. Since QO selects αx as the

maximum element in the set we obtain βx > αx > βy. However,

since ua(~y) > ua(~x
∗) and ub(~y) > ub(~x

∗) we reveal that lua(~y) >

lua(~x
∗), ranka(~y) > ranka(~x

∗), lub(~y) > lub(~x
∗), rankb(~y) > rankb(~x

∗).

However, this requires that βy > βx. Thus, the contradiction assump-

tion is wrong.

2. αx > βx.

As in the previous case, there are two possible options:

(a) αy < βy.

Since QO selected βx then βx > αy. By the assumption, ua(~y) >

ua(~x
∗). Thus, we obtain βx > αy > αx which is in contradiction with

our base case (Case 2). Thus, the contradiction assumption is wrong.
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(b) αy > βy.

Since QO selects βx as the maximum element in the set of all minima

we find that βx > βy. However, since ua(~y) > ua(~x
∗) and ub(~y) >

ub(~x
∗) we reveal that lua(~y) > lua(~x

∗), ranka(~y) > ranka(~x
∗), lub(~y) >

lub(~x
∗), rankb(~y) > rankb(~x

∗). However, this requires that βy > βx.

Thus, the contradiction assumption is wrong.

¥

Claim A.2.4 QO satisfies invariance (Property 2.4.3) under the following con-

ditions:

1. ui(~o) < uj(~o) ⇔ u′i(~o) < u′j(~o)
1

2. ∀~o, ~p ∈ O ui(~o) > uj(~p) ⇒ u′i(~o) > u′j(~p)

Proof Let B = 〈(ua(·), ub(·)), ~d〉 and B′ = 〈(u′a(·), u′b(·)), ~d〉 be equivalent

problems. Let ~x∗ be the negotiation solution generated by QO. We need to show

that f(B) = f(B′), that is, the same negotiation solution is obtained by f(B′).

From Equation (2.3), we observe that we perform a maximum over the set of

minima which is generated from ua and ub. Condition 1 above guarantees us

that if ua(~x) ≤ ub(~x) then also u′a(~x) ≤ u′b(~x). Thus, the set of minima remains

identical using ua, ub and u′a, u
′
b.

Note that since we perform a linear transformation where αi > 0 and αj ∈
R+, βi ∈ R then

ui(~x) > ui(~y) ⇒ u′i(~x) > u′i(~y) (A.13)

Condition 2 and Equation (A.13) above guarantee that the preference relation

among this set will also remain the same. Thus, we will attain the same solution

~x∗. The value of this solution for B′ can be obtained using the same linear

transformation, that is, QOB′(t) = αax
∗ + βi. ¥

1This condition is applicable in domains such as ours, in which there are contradictory

preferences.
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Claim A.2.5 QO satisfies independence of irrelevant alternative solutions (Prop-

erty 2.4.5).

Proof Let B = 〈(ua(·), ub(·)), ~d〉 and B′ = 〈(u′a(·), u′b(·)), ~d〉 be negotiation

problems, where B′ ⊆ B. Let X be the set of all possible negotiation solutions

generated by QOB (|X| = 1 if there is only one maximum, and |X| > 1 if there

are several maxima) such that X ⊆ B′. We need to show that X is also the set of

all possible negotiation solutions generated by QOB′ . Let ~x∗ ∈ X be an arbitrary

solution. That is, ~x∗ is chosen as the maximum element of all the values in the

minima set. Since the agreement associated with ~x∗ is also in B′ and since B′

contains only a subset of the agreements in B, ~x∗ must also be the maximum

element in the minima set for B′. That is, ~x∗ is also chosen as the maximum. ¥

Claim A.2.6 Let the agreement given by the Nash solution be ~x. If an agreement

~y exists where lua(~y) · ranka(~y) > lua(~x) · ranka(~x) and lua(~y) · ranka(~y) <

[lua(~y) + lub(~y)] · rankb(~y) then QO’s solution will be ~y rather than ~x.

Proof From the assumption we know the lua(~y) · ranka(~y) is chosen as the

minimum. We distinguish between the two possible cases:

1. lua(~x) · ranka(~x) < [lua(~x) + lub(~x)] · rankb(~x)

In this case, lua(~x) · ranka(~x) is also chosen as the minimum and since

ua(~y) > ua(~x), QO will prefer ~y over ~x.

2. lua(~x) · ranka(~x) > [lua(~x) + lub(~x)] · rankb(~x)

In this case, [lua(~x) + lub(~x)] · rankb(~x) is chosen as the minimum but since

ua(~y) > ua(~x), which requires lua(~y) · ranka(~y) > lua(~x) · ranka(~x), QO will

prefer ~y over ~x.

¥
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A.2 Theoretical Proofs

Claim A.2.7 (Identical discount rate) If both agents have the same time con-

stant discount rate, QO will generate the same solution at each time unit.

Proof Let ~x∗0 be the solution generated by QO at time t = 0. We need to

show that ∀t > 0, ~x∗t = ~x∗0. Since both agents multiply their utilities by the

same factor, 0 < δj < 1, the preference relations among their own utility and be-

tween their utilities remain the same. Thus, the probability of accepting an offer

and the ranking of the offers also remain the same. As a result, the agreement

generated by QO at time t will be the same as the one generated at the previous

time unit t-1, and thus will be the same as the one generated at time t = 0. ¥
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A.3 Score Functions

A.3 Score Functions

The following tables present the score functions for both negotiators, in both do-

mains. While the human subject is given his own score function at the beginning

of the negotiation, he is also given three additional score functions which model

the different possible types of his opponent.

142



A.3 Score Functions

A.3.1 The England-Zimbabwe Domain (i) Short-Term, (ii)

Long-Term and (iii) Compromise Orientation Score

Functions

Zimbabwe England

OUTCOMES Outcome Weight / Importance Outcome Weight / Importance

(i) (ii) (iii) (i) (ii) (iii)

Size of Fund 50% 10% 20% 50% 10% 30%

$100 Billion 9 5 6 -5 1 2

$50 Billion 2 2 4 2 3 4

$10 Billion -5 -3 2 10 6 6

No agreement -8 -6 -2 7 -1 -2

Impact on Other Aid 30% 10% 20% 30% 10% 30%

No reduction 8 6 3 -4 1 0

Reduction is equal to half of the fund size 0 0 0 4 2 3

Reduction is equal to the fund size -3 -3 -2 10 3 5

No agreement -5 -4 -4 -7 0 -2

Trade Policy 10% 30% 30% 10% 30% 10%

Zimbabwe will reduce tariffs on imports -6 -3 -4 3 4 5

Zimbabwe will increase tariffs on imports 3 6 4 -3 -6 -6

England will increase imports 7 8 10 -4 -8 -5

England will reduce imports -8 -9 -8 4 6 4

No agreement 0 0 0 0 0 0

Forum on Other Health Issues 10% 50% 30% 10% 50% 30%

Creation of fund 9 8 7 -8 7 4

Creation of committee to discuss creation of fund 3 5 5 2 4 7

Creation of committee to develop agenda -5 -6 3 6 -2 1

No agreement -6 -8 -3 1 -4 -2

Time effect -16 -16 -16 12 12 12

Status Quo -610 -500 -210 150 -210 -180

Opting out -530 -520 -240 -105 -240 -75

143



A.3 Score Functions

144



A.3 Score Functions

A.3.2 The Job Candidate Domain (i) Short-Term, (ii)

Long-Term and (iii) Compromise Orientation Score

Functions

Job Candidate Employer

OUTCOMES Outcome Weight / Importance Outcome Weight / Importance

(i) (ii) (iii) (i) (ii) (iii)

Salary 20% 30% 15% 20% 15% 10%

7,000 NIS 3 2 3 8 7 7

12,000 NIS 6 6 5 6 6 6

20,000 NIS 8 9 6 3 3 4

Job Description 15% 25% 20% 20% 30% 20%

QA 2 -2 2 4 2 3

Programmer 4 3 4 6 6 6

Team Manager 5 6 6 4 3 4

Project Manager 6 8 8 2 1 3

Leased Car 20% 5% 10% 10% 10% 10%

Without leased car -5 -5 -2 3 4 5

With leased car 5 5 2 -2 2 4

No agreement 0 0 0 0 0 0

Pension Fund 10% 5% 10% 10% 10% 10%

0% pension fund -2 -2 -2 3 6 6

10% pension fund 3 4 3 4 4 4

20% pension fund 5 6 5 3 3 3

No agreement 0 0 0 0 0 0

Promotion Possibilities 5% 25% 35% 10% 20% 20%

Slow promotion track 4 1 -2 3 8 6

Fast promotion track 5 5 5 3 5 4

No agreement 0 0 0 0 0 0

Working Hours 30% 10% 10% 30% 15% 30%

10 hours 3 3 4 8 8 9

9 hours 5 4 5 6 6 6

8 hours 7 5 6 3 4 3

Time effect -8 -8 -8 -6 -6 -6

Status Quo 160 135 70 240 306 306

Opting out 150 75 80 210 150 215
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A.4 Negotiation Example

The following is a snapshot of a negotiation log between the automated agent

and a human counterpart in the Job-Candidate domain. The automated agent

played the role of the job candidate (denoted QOCan) and the human played the

role of the employer (denoted HEmp). The following is the internal log of our

program. The people themselves communicated and received messages via GUI

windows.

The log below depicts a successful negotiation which enabled the sides to reach

an agreement after 5 turns. Alternating offers between the automated agent and

the human can be observed until the offer is accepted by the automated agent in

the third turn (offer #6). Yet, the negotiation is not over since this is a partial

agreement. This agreement is enforced and the agents cannot withdraw from it,

unless both sides agree to a new agreement (or one side decides to opt out). We

can see that the sides still need to resolve the issue of the leased car. However,

since the negotiation is not over, both sides are free to propose additional offers,

not necessarily ones which refer to the unresolved issue. Indeed this is what the

automated agent does. Eventually, the human player proposes to resolve the

issue of the leased car (offer #12). The automated agent agrees and thus the

negotiation terminates with a full agreement.

To: HEmp

From: QOCan

Message Type: Offer (id = 1)

Turn: 1

Message: <Salary: 20,000 NIS, Job Description: Programmer, Leased Car: With

leased car, Pension Fund: 20%, Promotion Possibilities: Fast promotion track,

Working Hours: 8 hours>

To: QOCan

From: HEmp

Message Type: Response

Turn: 1

Message: Offer (id = 1) refused
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To: QOCan

From: HEmp

Message Type: Offer (id = 2)

Turn: 1

Message: <Salary: 12,000 NIS, Job Description: Programmer, Leased Car: With-

out leased car, Pension Fund: 10%, Promotion Possibilities: Fast promotion

track, Working Hours: 10 hours>

To: HEmp

From: QOCan

Message Type: Response

Turn: 1

Message: Offer (id = 2) refused

To: QOCan

From: HEmp

Message Type: Offer (id = 3)

Turn: 2

Message: <Salary: 12,000 NIS, Job Description: Programmer, Leased Car: Not

discussed, Pension Fund: 10%, Promotion Possibilities: Fast promotion track,

Working Hours: 9 hours>

To: HEmp

From: QOCan

Message Type: Offer (id = 4)

Turn: 2

Message: <Salary: 20,000 NIS, Job Description: Programmer, Leased Car: With

leased car, Pension Fund: 20%, Promotion Possibilities: Fast promotion track,

Working Hours: 9 hours>

To: HEmp

From: QOCan

Message Type: Response

Turn: 2

Message: Offer (id = 3) refused

To: QOCan

From: HEmp
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Message Type: Response

Turn: 2

Message: Offer (id = 4) refused

To: HEmp

From: QOCan

Message Type: Offer (id = 5)

Turn: 3

Message: <Salary: 12,000 NIS, Job Description: Team Manager, Leased Car:

With leased car, Pension Fund: 20%, Promotion Possibilities: Fast promotion

track, Working Hours: 9 hours>

To: QOCan

From: HEmp

Message Type: Response

Turn: 3

Message: Offer (id = 5) refused

To: QOCan

From: HEmp

Message Type: Offer (id = 6)

Turn: 3

Message: <Salary: 12,000 NIS, Job Description: Programmer, Leased Car: Not

discussed, Pension Fund: 20%, Promotion Possibilities: Slow promotion track,

Working Hours: 9 hours>

To: HEmp

From: QOCan

Message Type: Response

Turn: 3

Message: Offer (id = 6) agreed

To: QOCan

From: HEmp

Message Type: Offer (id = 7)

Turn: 4

Message: <Salary: Not discussed, Job Description: Not discussed, Leased Car:
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Without leased car, Pension Fund: Not discussed, Promotion Possibilities: Not

discussed, Working Hours: Not discussed >

To: HEmp

From: QOCan

Message Type: Offer (id = 8)

Turn: 4

Message: <Salary: 12,000 NIS, Job Description: Programmer, Leased Car: With

leased car, Pension Fund: 20%, Promotion Possibilities: Fast promotion track,

Working Hours: 9 hours>

To: QOCan

From: HEmp

Message Type: Response

Turn: 4

Message: Offer (id = 8) refused

To: HEmp

From: QOCan

Message Type: Response

Turn: 4

Message: Offer (id = 7) refused

To: QOCan

From: HEmp

Message Type: Offer (id = 9)

Turn: 4

Message: <Salary: Not discussed, Job Description: Not discussed, Leased Car:

Without leased car, Pension Fund: Not discussed, Promotion Possibilities: Fast

promotion track, Working Hours: Not discussed>

To: HEmp

From: QOCan

Message Type: Response

Turn: 5

Message: Offer (id = 9) refused

To: QOCan

From: HEmp
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Message Type: Offer (id = 10)

Turn: 5

Message: <Salary: Not discussed, Job Description: Not discussed, Leased Car:

Without leased car, Pension Fund: Not discussed, Promotion Possibilities: Fast

promotion track, Working Hours: Not discussed>

To: HEmp

From: QOCan

Message Type: Response

Turn: 5

Message: Offer (id = 10) refused

To: HEmp

From: QOCan

Message Type: Offer (id = 11)

Turn: 5

Message: <Salary: 12,000 NIS, Job Description: Team Manager, Leased Car:

With leased car, Pension Fund: 20%, Promotion Possibilities: Slow promotion

track, Working Hours: 9 hours>

To: QOCan

From: HEmp

Message Type: Response

Turn: 5

Message: Offer (id = 11) refused

To: QOCan

From: HEmp

Message Type: Offer (id = 12)

Turn: 5

Message: <Salary: Not discussed, Job Description: Not discussed, Leased Car:

With leased car, Pension Fund: Not discussed, Promotion Possibilities: Not dis-

cussed, Working Hours: Not discussed>

To: HEmp

From: QOCan

Message Type: Response
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Turn: 5

Message: Offer (id = 12) agreed

End Negotiation: a full agreement was reached:

<Salary: 12,000 NIS, Job Description: Programmer, Leased Car: With leased

car, Pension Fund: 20%, Promotion Possibilities: Slow promotion track Working

Hours: 9 hours>

QOCan Score: 468.0

HEmp Score: 436.0
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